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Executive Summary 
The document at hand, entitled “BigDataOcean Cross-Sector Semantics, Analytics and Business 
Intelligence Algorithms”, documents the efforts undertaken within the context of all tasks of WP3, 
namely the Task 3.1 - Big Data Semantic Vocabularies And Metadata Repository, the Task 3.2 - Multi-
Source Big Data Harmonisation and Processing Patterns for Maritime Applications and the Task 3.3 - 
Knowledge Extraction, Business Intelligence and Usage Analytics Algorithms. The scope of the current 
document, which concludes the WP3 activities, is threefold. 

Firstly, this report defines the final version of the vocabularies and ontologies, which includes 63 
vocabularies in total, that will be used in the course of the project. Additionally, this report presents the 
optimisations and refinements introduced in the Vocabulary Repository in terms of requirements, 
architecture, features and implementation details. 

Secondly, this report provides the updated information on the services related to the collection and 
harmonisation of multi-source big maritime data. Specifically, the latest information on the metadata 
of datasets that are utilised within the context of BigDataOcean is presented. Furthermore, the 
Harmonisation Tool which is responsible for the realisation of the harmonisation process and 
semantification of the datasets is presented, focusing on the features and the implementation details 
of the tool. 

Finally, this report provides the updates and refinements on the services related to the processing multi-
source big maritime that are based on the processing patterns defined by the project pilot partners. 
Furthermore, in this report, the final version of the knowledge extraction, business intelligence, and 
usage analytics algorithms that are offered by the platform in order to enable the execution flow of the 
project pilot partners, as well as the execution of the envisioned services of the platform, is presented. 

The outcomes of this deliverable will serve as guidance for the development of the upcoming version 
of the platform towards a strengthening of the BigDataOcean offering. 
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1 Introduction 

 

1.1 Objective of the deliverable 
The scope of D3.3 is to document the efforts undertaken within the context of all tasks of WP3, namely 
the Task 3.1 - Big Data Semantic Vocabularies And Metadata Repository, the Task 3.2 - Multi-Source 
Big Data Harmonisation and Processing Patterns for Maritime Applications and the Task 3.3 - Knowledge 
Extraction, Business Intelligence and Usage Analytics Algorithms, and concludes all activities performed 
in this work package. Towards this end, the scope of the current deliverable is threefold. 

Firstly, D3.3 aims at building directly on top of the outcomes of the deliverable D3.1, where the first 
version of the big data semantic vocabularies, as well as the first version of the Vocabulary Repository, 
were analysed and documented, in order to define the final version of the vocabularies that will be used 
in the course of the project and the necessary optimisations and refinements in the requirements, 
architecture and implementation details of the Vocabulary Repository. 

Secondly, D3.3 aims at building upon the services that were defined in the context of deliverable D3.2 
with regard to the collection and harmonisation of multi-source big maritime data, in order to provide 
the updates and enhancements in the harmonisation process that enable the easy consumption of the 
data by the various types of stakeholders and services of the platform. 

Thirdly, D3.3 aims at providing the necessary updates on the services, also defined in the context of 
deliverable D3.2, that provide the means for processing multi-source big maritime data according to 
the processing patterns defined by the project pilot partners, as well as on the definition of the final 
version of the knowledge extraction, business intelligence and usage analytics algorithms that facilitate 
the execution flow of the project pilot partners and the execution of the envisioned services of the 
platform. 

1.2 Structure of the deliverable 
Deliverable D3.3 is organised in five main sections as indicated in the table of contents. 

• The first section introduces the deliverable. It documents the scope of the deliverable and 
briefly describes how the document is structured. It also documents the positioning of the 
deliverable in the project, namely the relation of the current deliverable with the other 
deliverables, and how the knowledge produced in the other deliverables and work-packages 
served as input to the current deliverable. 

• Following the introductory section, section 2 documents the updated information concerning 
the BigDataOcean vocabularies and the Vocabulary Repository. More specifically, the final 
version of the vocabularies and ontologies that will be used in the course of the project are 
documented. In addition to the vocabularies and ontologies, the supplementary documentation 
with regard to the requirements, architecture and features and implementation details of the 
updated Vocabulary Repository is presented. Moreover, this section contains the results of the 
user evaluation performed by the project partners for the Vocabulary Repository. 

• Section 3 documents the updates and enhancements in the services with regard to the 
collection and harmonisation of multi-source big maritime data. At first, the metadata of the 
datasets that are utilised in the BigDataOcean platform is documented. Following the metadata 
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definition, the Harmonisation Tool that undertakes the responsibility of the harmonisation 
process and semantification of the datasets is presented, focusing on the features and the 
implementation details of the tool. 

• Section 4 provides the updated documentation on the services that are enabling the processing 
of multi-source big maritime based on the processing patterns defined by the project pilot 
partners. Additionally, the final version of the knowledge extraction, business intelligence, and 
usage analytics algorithms that support the execution flow of the project pilot partners, as well 
as the execution of the envisioned services of the platform, is documented. 

• Section 5 concludes the deliverable. It outlines the main findings of the deliverable which will 
guide the future research and technological efforts of the consortium. 

1.3 Positioning within the project 
Deliverable D3.3 builds directly on top of the previous two deliverables of WP3, namely D3.1 -
“BigDataOcean Linked Data Vocabularies and Metadata Repository Architecture” and D3.2 – 
“BigDataOcean Harmonisation, Knowledge Extraction, Business Intelligence and Usage Analytics 
Services”. In particular, the current deliverable (1) documents the final version of the BigDataOcean 
vocabularies and ontologies which was defined in D3.1, (2) documents the updates in terms of 
requirements, architecture, features and implementation details of the Vocabulary Repository which 
was also defined in D3.1, (3) documents the updates on the metadata of the datasets and presents the 
Harmonisation Tool that is responsible for the harmonisation process and semantification of the 
datasets which was defined in D3.2, (4) documents the updates and refinements on the services that 
facilitate the processing of multi-source big maritime according to the processing patterns defined by 
the project pilot partners which were defined in D3.2, (5) documents the final version of the knowledge 
extraction, business intelligence and usage analytics algorithms that facilitate the execution flow of the 
project pilot partners and the execution of the envisioned services of the platform which were also 
defined in D3.2. 
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2 BigDataOcean’s Vocabularies and Vocabulary Repository  

2.1 BigDataOcean Vocabularies and Ontologies 
While in the first period (M2-M6) the vocabulary requirements based on the datasets in the context of 
the BigDataOcean pilots have been collected and evaluated and an initial list of related vocabularies 
and ontologies has been consolidated, in the second period of T3.1 (M15-M19) this initial list has been 
validated and extended further, given the pilot partners feedback and the development of the pilot use 
cases. This process led to the collection of 63 vocabularies in total which are able to cover the following 
concepts/entities identified during the requirements elicitation phase: 

- Measurement variables and measurement units 
- Sensors (buoys, vessels, coastal stations, etc.) 
- Observations and measurements 
- Sea areas 
- Sea data (bathymetric data, tide observations, water speed, water temperature, etc.) 
- Maritime related taxonomies 
- Geospatial information 
- Data catalogues 

The metadata of these vocabularies and ontologies have been imported into the Vocabulary Repository, 
which has been developed in the context of this project for reference, search, and analysis purposes. 
The following table includes a list of all 63 vocabularies along with a detailed description as well as their 
usage in the project and their relation to the four BigDataOcean pilots. Please note that at the moment 
not all vocabularies and ontologies are being used in the BigDataOcean platform but are all potential 
candidates according to the requirements collected in the initial phase of T3.1. These vocabularies are 
highly interconnected as can be observed in the Vocabulary Repository (visualisation of 
incoming/outgoing links). Some of the vocabularies make use of similar concepts, often related with a 
sameAs property with each other (see the following table for details). If further datasets are required 
for the pilot datasets or other datasets which will be ingested in the BigDataOcean platform further 
ontologies and vocabularies can be easily included in the Vocabulary Repository. 

 

Vocabulary Name URI Description Usage/Related 
Pilots 

Creative Commons 
Rights Expression 
Language (cc) 
 

http://creativecomm
ons.org/ns 

The Creative Commons Rights 
Expression Language (CC REL) 
lets you describe copyright 
licenses in RDF 

Used to describe 
licenses of datasets / 
Applies to all pilots 

CDIP Term Vocabulary  
(cdip) 

http://mmisw.org/on
t/cdip/term 

CDIP list of terms 
http://cdip.ucsd.edu 

Used to describe 
measurement 
variables / Applies to 
all pilots, it provides 
some alternative 
terms to CF though 

The Collection 
Description Type 
Namespace (cdtype) 
 

http://purl.org/cld/cd
type/ 

Types defined by the Dublin 
Core Collections Application 
Profile 

Used for expressing 
metadata of the 
datasets imported 
into the 
BigDataOcean 
platform / Applies to 
all pilots 
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Climate and Forecast 
(CF) features (cff) 
 

http://purl.oclc.org/N
ET/ssnx/cf/cf-feature 

This is an ontology 
representation of the generic 
features defined by Climate 
and Forecast (CF) standard 
names vocabulary (http://cf-
pcmdi.llnl.gov/documents/cf-
standard-names/), maintained 
by the Program for Climate 
Model Diagnosis and 
Intercomparison (http://cf-
pcmdi.llnl.gov/ ) which is 
intended for use with climate 
and forecast data, in the 
atmosphere, surface and 
ocean domains 

Used for describing 
measurement 
variables and units / 
Applies to all pilots 

Climate and Forecast 
(CF) standard names 
parameter 
vocabulary (cfp) 
 

http://purl.oclc.org/N
ET/ssnx/cf/cf-
property 

This is an ontology 
representation of the climatic 
data variables defined by 
Climate and Forecast (CF) 
standard names vocabulary 
(http://cf-
pcmdi.llnl.gov/documents/cf-
standard-names/), maintained 
by the Program for Climate 
Model Diagnosis and 
Intercomparison (http://cf-
pcmdi.llnl.gov/ ) which is 
intended for use with climate 
and forecast data, in the 
atmosphere, surface and 
ocean domains 

Used for describing 
measurement 
variables and units / 
Applies to all pilots 

The data catalog 
vocabulary (dcat) 
 

http://www.w3.org/n
s/dcat 

DCAT is an RDF vocabulary 
designed to facilitate 
interoperability between data 
catalogues published on the 
Web 

Used for expressing 
metadata of the 
datasets imported 
into the 
BigDataOcean 
platform / Applies to 
all pilots 

Dublin Core Metadata 
Element Set (dce) 
 

http://purl.org/dc/ele
ments/1.1/ 

The Dublin Core Metadata 
Element Set is a vocabulary of 
fifteen properties for use in 
resource description. The 
name "Dublin" is due to its 
origin at a 1995 invitational 
workshop in Dublin, Ohio; 
"core" because its elements 
are broad and generic, usable 
for describing a wide range of 
resources 

Used for expressing 
metadata of the 
datasets imported 
into the 
BigDataOcean 
platform / Applies to 
all pilots 

DCMI Metadata 
Terms (dcterms) 
 

http://purl.org/dc/ter
ms/ 

An up-to-date specification of 
all metadata terms maintained 
by the Dublin Core Metadata 
Initiative, including properties, 
vocabulary encoding schemes, 
syntax encoding schemes, and 
classes 

Used for expressing 
metadata of the 
datasets imported 
into the 
BigDataOcean 
platform / Applies to 
all pilots 

QUDT Disciplines 
Ontology (discipline) 
 

http://qudt.org/2.0/v
ocab/VOCAB_QUDT-
DISCIPLINES-v2.0.ttl 

The QUDT Disciplines 
taxonomy is a SKOS 
specification of fields of 
expertise such as science, 
engineering, medicine, 
finance, economics and 

Used for describing 
the subject/topic of a 
specific dataset / 
Applies to all pilots 
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macroeconomics. QUDT uses 
the disciplines taxonomy to 
organize graphs of units of 
measure and quantity kinds 

Datatype 
Ontology (dtype) 
 

http://www.linkedmo
del.org/schema/dtyp
e 

The ontology 'dtype' provides 
a specification of simple data 
types such as enumerations. 
These are needed in support 
of the conversion of XML 
Schemas and UML Models to 
OWL. Codelists are also 
defined in 'dtype' 

Used for expressing 
metadata of the 
datasets imported 
into the 
BigDataOcean 
platform / Applies to 
all pilots 

DOLCE+DnS 
Ultralite (dul) 
 

 
http://www.ontology
designpatterns.org/o
nt/dul/DUL.owl 

The DOLCE+DnS Ultralite 
ontology. It is a simplification 
of some parts of the DOLCE 
Lite-Plus library (cf. 
http://www.ontologydesignpat
terns.org/ont/dul/DLP397.owl) 

General ontology 
describing general 
terms used/linked by 
other ontologies 
included in this 
catalogue 

realmOceanFeature 
Ontology (feat) 
 

http://sweet.jpl.nasa
.gov/2.3/realmOcean
Feature.owl 

SWEET Ontology for 
realmOceanFeature 

It covers ocean areas 
/ Applies to Pilot 2, 3, 
4 

Friend of a Friend 
vocabulary (foaf) 
 

http://xmlns.com/foa
f/0.1/ 

FOAF is a project devoted to 
linking people and information 
using the Web. Regardless of 
whether information is in 
people's heads, in physical or 
digital documents, or in the 
form of factual data, it can be 
linked 

General ontology 
describing general 
terms used/linked by 
other ontologies 
included in this 
catalogue 

The SEAS Feature of 
Interest ontology. (foio) 
 

https://w3id.org/sea
s/FeatureOfInterestO
ntology 

This ontology defines feature 
of interest and their 
properties, as an extension of 
the core classes of the SSN 
ontology 
(https://www.w3.org/ns/ssn/). 
A feature of interest is an 
abstraction of a real-world 
phenomena (thing, person, 
event, etc). A feature of 
interest is then defined in 
terms of its properties, which 
are qualifiable, quantifiable, 
observable or operable 
qualities of the feature of 
interest. Alignments to other 
ontologies are proposed in 
external documents: - 
[SSNAlignment](https://w3id.o
rg/seas/SSNAlignment) 
proposes an alignment to the 
[SSN 
ontology](http://www.w3.org/
ns/ssn/). - 
[QUDTAlignment](https://w3id
.org/seas/QUDTAlignment) 
proposes an alignment to the 
[QUDT 
ontology](http://qudt.org/) 

Basis ontology for the 
SSN ontology 

GEMET schema (gemet) 
 

http://www.eionet.e
uropa.eu/gemet/gem
et/2004/06/gemet-
schema.rdf 

An RDF schema for encoding 
GEMET's structure 

Used to describe the 
metadata of 
BigDataOcean 
datasets (subject, 
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related topics) / 
Applies to all pilots 

WGS84 Geo 
Positioning (geo) 
 

http://www.w3.org/2
003/01/geo/wgs84_p
os 

A vocabulary for representing 
latitude, longitude and altitude 
information in the WGS84 
geodetic reference datum 

Used to describe 
geospatial variables / 
Applies to all pilots 

The Geonames 
ontology (gn) 
 

http://www.geonam
es.org/ontology 

The Geonames ontologies 
provides elements of 
description for geographical 
features, in particular those 
defined in the geonames.org 
database 

Used to describe 
geospatial variables / 
Applies to all pilots 

Matter Ontology (matr) 
 

http://sweet.jpl.nasa
.gov/2.3/matr.owl 

SWEET Ontology for Matter Used to describe the 
metadata of 
BigDataOcean 
datasets (subject, 
related topics) / 
Applies to all pilots 

phenOcean 
Ontology (ocea) 
 

http://sweet.jpl.nasa
.gov/2.3/phenOcean.
owl 

SWEET Ontology for ocea Used to describe the 
metadata of 
BigDataOcean 
datasets (subject, 
related topics) / 
Applies to all pilots 

phenOceanDynamics 
Ontology (odyn) 
 

http://sweet.jpl.nasa
.gov/2.3/phenOcean
Dynamics.owl 

SWEET Ontology for odyn Used to describe the 
metadata of 
BigDataOcean 
datasets (subject, 
related topics) / 
Applies to all pilots 

The OWL 2 Schema 
vocabulary (OWL 
2) (owl) 
 

http://www.w3.org/2
002/07/owl 

This ontology partially 
describes the built-in classes 
and properties that together 
form the basis of the RDF/XML 
syntax of OWL 2. The content 
of this ontology is based on 
Tables 6.1 and 6.2 in Section 
6.4 of the OWL 2 RDF-Based 
Semantics specification, 
available at 
http://www.w3.org/TR/owl2-
rdf-based-semantics/. Please 
note that those tables do not 
include the different 
annotations (labels, comments 
and rdfs:isDefinedBy links) 
used in this file. Also note that 
the descriptions provided in 
this ontology do not provide a 
complete and correct formal 
description of either the syntax 
or the semantics of the 
introduced terms (please see 
the OWL 2 recommendations 
for the complete and 
normative specifications). 
Furthermore, the information 
provided by this ontology may 
be misleading if not used with 
care. This ontology SHOULD 
NOT be imported into OWL 
ontologies. Importing this file 

General ontology 
describing general 
terms used/linked by 
other ontologies 
included in this 
catalogue 
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into an OWL 2 DL ontology will 
cause it to become an OWL 2 
Full ontology and may have 
other, unexpected, 
consequences 

Procedure Execution 
ontology. (pep) 
 

https://w3id.org/pep
/ 

The process execution 
ontology is a proposal for a 
simple extension of both the 
[W3C Semantic Sensor 
Network](https://www.w3.org/
TR/vocab-ssn/) and the 
[Semantic Actuator 
Network](https://www.irit.fr/re
cherches/MELODI/ontologies/S
AN.owl) ontology cores 

Used as an extension 
of the SSN ontology 

Phenotype 
Ontology (phen) 
 

http://sweet.jpl.nasa
.gov/2.3/phen.owl 

SWEET Ontology for phen Used to describe the 
metadata of 
BigDataOcean 
datasets (subject, 
related topics) / 
Applies to all pilots 

phenAtmo 
Ontology (phenAtmo) 
 

http://sweet.jpl.nasa
.gov/2.3/phenAtmo.o
wl 

SWEET Ontology for 
phenAtmo 

Used to describe the 
metadata of 
BigDataOcean 
datasets (subject, 
related topics) / 
Applies to all pilots 

phenOceanCoastal 
Ontology (poc) 
 

http://sweet.jpl.nasa
.gov/2.3/phenOcean
Coastal.owl 

SWEET Ontology for 
phenOceanCoastal 

Used to describe the 
metadata of 
BigDataOcean 
datasets (subject, 
related topics) / 
Applies to all pilots 

W3C PROVenance 
Interchange (prov) 
 

http://www.w3.org/n
s/prov-links# 

The namespace name 
http://www.w3.org/ns/prov# 
is intended for use with the 
PROV family of documents 
that support the interchange 
of provenance on the web 

Used to describe the 
metadata of 
BigDataOcean 
datasets (subject, 
related topics) / 
Applies to all pilots 

phenWaveNoise 
Ontology (pwn) 
 

http://sweet.jpl.nasa
.gov/2.3/phenWaveN
oise.owl 

SWEET Ontology for 
phenWaveNoise 

Used to describe the 
metadata of 
BigDataOcean 
datasets (subject, 
related topics) / 
Applies to all pilots 

phenWave 
Ontology (pwo) 
 

 
http://sweet.jpl.nasa
.gov/2.3/phenWave.
owl 

SWEET Ontology for 
phenWave 

Used to describe the 
metadata of 
BigDataOcean 
datasets (subject, 
related topics) / 
Applies to all pilots 

The data cube 
vocabulary (qb) 
 

http://purl.org/linked
-data/cube 

This vocabulary allows multi-
dimensional data, such as 
statistics, to be published in 
RDF 

Used to describe the 
dataset variables / 
Applies potentially to 
all pilots 

Quantity Kinds and 
Units (qu) 
 

http://purl.oclc.org/N
ET/ssnx/qu/qu 

This ontology is partially based 
on the SysML QUDV 
(Quantities, Units, Dimensions 
and Values) proposed by a 
working group of the SysML 
1.2 Revision Task Force (RTF), 
working in close coordination 

Used to describe 
measurement 
variables / Applies to 
all pilots, it provides 
some alternative 
terms to CF though 
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with the OMG MARTE 
specification group. In order to 
generalize its potential usage 
and alignment with other 
standardization efforts 
concerning quantities and 
units, the QU ontology has 
been further developed as a 
complement to the Agriculture 
Meteorology example 
showcasing the ontology 
developed by the W3C 
Semantic Sensor Networks 
incubator group (SSN-XG) 

Quantities, Units, 
Dimensions and Types 
(QUDT) Schema (qudt) 
 

http://qudt.org/2.0/s
chema/SCHEMA_QU
DT-v2.0.ttl 

The QUDT, or "Quantity, Unit, 
Dimension and Type" schema 
defines the base classes 
properties, and restrictions 
used for modelling physical 
quantities, units of measure, 
and their dimensions in 
various measurement systems. 
The goal of the QUDT 
ontology is to provide a unified 
model of, measurable 
quantities, units for measuring 
different kinds of quantities, 
the numerical values of 
quantities in different units of 
measure and the data 
structures and data types used 
to store and manipulate these 
objects in software 

Used to describe 
measurement 
variables / Applies to 
all pilots, it provides 
some alternative 
terms to CF though 

QUDT 
Alignment. (qudta) 
 

https://w3id.org/sea
s/QUDTAlignment 

This ontology defines 
proposed alignments with the 
QUDT ontology 

Used to describe 
measurement 
variables / Applies to 
all pilots, it provides 
some alternative 
terms to CF though 

QUDT SCHEMA - 
Datatypes (qudtDatatyp
e) 
 

http://qudt.org/2.0/s
chema/SCHEMA_QU
DT-DATATYPES-
v2.0.ttl 

The QUDT 'Datatype' ontology 
is a specification of scalar and 
structured data types. Scalar 
data types are defined for all 
the commonly encountered 
forms of numbers, characters 
and booleans, with their 
representations in a number of 
vendor and industry specific 
technologies. Structured data 
types cover arrays, lists, trees 
and many other forms of 
composite data elements. 
Specification of coordinate 
systems is also covered 

Used to describe 
measurement 
variables / Applies to 
all pilots, it provides 
some alternative 
terms to CF though 

Quantities, Units, 
Dimensions and Types 
(QUDT) Schema 
Science (qudtScience) 
 

http://qudt.org/2.0/s
chema/SCHEMA_QU
DT-SCIENCE-v2.0.ttl 

The science domain of QUDT 
defines the base classes 
properties, and restrictions 
used for modelling physical 
quantities, units of measure, 
and their dimensions for upper 
level domains of science and 
mathematics. The goal of the 
QUDT ontology is to provide a 

Used to describe 
measurement 
variables / Applies to 
all pilots, it provides 
some alternative 
terms to CF though 
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unified model of, measurable 
quantities, units for measuring 
different kinds of quantities, 
the numerical values of 
quantities in different units of 
measure and the data 
structures and data types used 
to store and manipulate these 
objects in software. Except for 
unit prefixes, all units are 
specified in separate 
vocabularies. Descriptions are 
provided in both HTML and 
LaTeX formats 

realmAtmo 
Ontology (ratm) 
 

http://sweet.jpl.nasa
.gov/2.3/realmAtmo.
owl 

SWEET Ontology for 
realmAtmo 

Used to describe the 
metadata of 
BigDataOcean 
datasets (subject, 
related topics) / 
Applies to all pilots 

realmAtmoWeather 
Ontology (ratw) 
 

http://sweet.jpl.nasa
.gov/2.3/realmAtmo
Weather.owl 

SWEET Ontology for 
realmAtmoWeather 

Used to describe the 
metadata of 
BigDataOcean 
datasets (subject, 
related topics) / 
Applies to all pilots 

The RDF Concepts 
Vocabulary (RDF) (rdf) 
 

http://www.w3.org/1
999/02/22-rdf-
syntax-ns# 

This is the RDF Schema for the 
RDF vocabulary terms in the 
RDF Namespace, defined in 
RDF 1.1 Concepts 

General ontology 
describing general 
terms used/linked by 
other ontologies 
included in this 
catalogue 

The RDF Schema 
vocabulary (RDFS) (rdfs) 
 

http://www.w3.org/2
000/01/rdf-schema# 

RDF Schema provides a data-
modelling vocabulary for RDF 
data. RDF Schema is an 
extension of the basic RDF 
vocabulary 

General ontology 
describing general 
terms used/linked by 
other ontologies 
included in this 
catalogue 

Rela Ontology (rela) 
 

http://sweet.jpl.nasa
.gov/2.3/rela.owl 

SWEET Ontology for rela Used to describe the 
metadata of 
BigDataOcean 
datasets (subject, 
related topics) / 
Applies to all pilots 

realmOcean 
Ontology (rmo) 
 

http://sweet.jpl.nasa
.gov/2.3/realmOcean
.owl 

SWEET Ontology for 
realmOcean 

Used to describe the 
metadata of 
BigDataOcean 
datasets (subject, 
related topics) / 
Applies to all pilots 

realmOceanFloor 
Ontology (rof) 
 

http://sweet.jpl.nasa
.gov/2.3/realmOcean
Floor.owl 

SWEET Ontology for 
realmOceanFloor 

Used to describe the 
metadata of 
BigDataOcean 
datasets (subject, 
related topics) / 
Applies to all pilots 

SAN (Semantic Actuator 
Network) (SAN) 
 

http://www.irit.fr/rec
herches/MELODI/ont
ologies/SAN 

This ontology is intended to 
describe Semantic Actuator 
Networks, as a counterpoint to 
SSN definition of Semantic 
Sensor Networks. An actuator 
is a physical device having an 

Used to describe 
sensor streaming data 
imported in the 
BigDataOcean 
platform / Applies for 
mainly streaming data 
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effect on the world (see 
Actuator for more 
information). It is worth 
noticing that some concepts 
are imported from SSN, but 
not SSN as a whole. This is a 
design choice intended to 
separate as much as possible 
the definition on actuator from 
the definition of sensor, which 
are completely different 
concept that can be used 
independently from each 
other. This ontology is used as 
a ontological module in IoT-O 
ontology 

SAREF: the Smart 
Appliances REFerence 
ontology (saref) 
 

https://w3id.org/sare
f 

The Smart Appliances 
REFerence (SAREF) ontology is 
a shared model of consensus 
that facilitates the matching of 
existing assets 
(standards/protocols/datamod
els/etc.) in the smart 
appliances domain. The SAREF 
ontology provides building 
blocks that allow separation 
and recombination of different 
parts of the ontology 
depending on specific needs 

Can be used as 
complementary or 
alternative to SSF 
ontology  

Schema.org 
vocabulary (schema) 
 

http://schema.org/ Search engines including Bing, 
Google, Yahoo! and Yandex 
rely on schema.org mark-up to 
improve the display of search 
results, making it easier for 
people to find the right web 
pages 

General ontology 
describing general 
terms used/linked by 
other ontologies 
included in this 
catalogue 

SDMX-RDF 
vocabulary (sdmx) 
 

http://purl.org/linked
-data/sdmx 

This vocabulary extends the 
data cube vocabulary to 
support publication of 
statistical data in RDF, using 
an information model based 
on SDMX 

Used in combination 
with the qb 
vocabulary 

SDMX 
Dimension (sdmxDim) 
 

http://purl.org/linked
-
data/sdmx/2009/dim
ension 

Defines dimensions for the 
statistical "cubes" defined by 
SDMX 

Used in combination 
with the qb 
vocabulary 

SeaDataNet sea 
areas (sdn) 
 

http://vocab.nerc.ac.
uk/collection/C16/cur
rent/ 

SeaDataNet sea areas Used to describe 
metadata related to 
topic/subject as well 
as coverage area of 
the dataset / Applies 
to Pilot 2, 3, 4 

SEAS Ontology (seas) 
 

https://w3id.org/sea
s/ 

This vocabulary is version v0.1 
of the ITEA2 Smart Energy 
Aware Systems project 
vocabulary. It enables the 
description of electricity 
measurements of a site using 
the Data Cube W3C 
vocabulary 

Used in combination 
with the qb 
vocabulary 
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The SEAS Evaluation 
ontology (seasEval) 
 

https://w3id.org/sea
s/EvaluationOntology 

The Evaluation ontology 
describes evaluation of 
[`seas:Property`ies](https://w
3id.org/seas/Property). There 
may be: - direct evaluations, 
or - qualified evaluations 

Used in combination 
with the qb 
vocabulary 

The SEAS Failable 
System 
ontology (seasOp) 
 

https://w3id.org/sea
s/OperatingOntology 

The SEAS Operating Ontology 
defines evaluations of 
operating features of interest 

Used in combination 
with the qb 
vocabulary 

The SEAS Statistics 
ontology. (seasStats) 
 

https://w3id.org/sea
s/StatisticsOntology 

This ontology defines common 
evaluation interpretation 
concepts for statistics 

Used in combination 
with the qb 
vocabulary 

The SEAS System 
ontology (seasSys) 
 

https://w3id.org/sea
s/SystemOntology 

The System Ontology defines 
Systems, Connections between 
systems, and Connection 
Points at which systems may 
be connected. This ontology is 
then specialized for multiple 
domains. For example: - In 
electric energy: - power 
systems consume, produce, 
store, and exchange 
electricity; - power 
connections are where 
electricity flows between 
systems; - power connection 
points are plugs, sockets, or 
power busses. - In the 
electricity market: - players 
and markets are systems; - 
connections are contracts or 
transactions between two 
players, or between a player 
and a market; - connection 
points include offers and bids. 
Figure below provides an 
overview of the concepts in 
this ontology: [![Overview of 
the System 
ontology](https://w3id.org/sea
s/system.png)](https://w3id.or
g/seas/system.png) 

Used in combination 
with the qb 
vocabulary 

SKOS Vocabulary (skos) 
 

http://www.w3.org/2
004/02/skos/core 

An RDF vocabulary for 
describing the basic structure 
and content of concept 
schemes such as thesauri, 
classification schemes, subject 
heading lists, taxonomies, 
'folksonomies', other types of 
controlled vocabulary, and also 
concept schemes embedded in 
glossaries and terminologies 

General ontology 
describing general 
terms used/linked by 
other ontologies 
included in this 
catalogue 

Sensor, Observation, 
Sample, and Actuator 
(SOSA) Ontology (sosa) 
 

http://www.w3.org/n
s/sosa/ 

This ontology is based on the 
SSN Ontology by the W3C 
Semantic Sensor Networks 
Incubator Group (SSN-XG), 
together with considerations 
from the W3C/OGC Spatial 
Data on the Web Working 
Group 

Used to describe 
sensor streaming data 
imported in the 
BigDataOcean 
platform / Applies for 
mainly streaming data 
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Semantic Sensor 
Network Ontology (ssn) 
 

http://www.w3.org/n
s/ssn/ 

This ontology describes 
sensors, actuators and 
observations, and related 
concepts. It does not describe 
domain concepts, time, 
locations, etc. these are 
intended to be included from 
other ontologies via OWL 
imports 

Used to describe 
sensor streaming data 
imported in the 
BigDataOcean 
platform / Applies for 
mainly streaming data 

Time Ontology (time) 
 

http://www.w3.org/2
006/time 

This vocabulary defines 
temporal entities such as time 
intervals, their properties and 
relationships 

Used to describe 
metadata of the 
BigDataOcean 
datasets related to 
time (e.g. time 
interval) / Applies to 
all pilots 

Vocabulary for Attaching 
Essential 
Metadata (vaem) 
 

http://www.linkedmo
del.org/schema/vae
m 

VAEM stands for "Vocabulary 
for Attaching Essential 
Metadata". What VAEM 
regards as essential metadata 
is data about dates and times, 
confidentiality, and other 
characteristics qualifiers of the 
ontology, but also references 
to where a ontology is 
documented and where to find 
ontology registration for 
governance, attribution and 
provenance. VAEM makes use 
of some properties from the 
DC terms vocabulary using the 
namespace prefix "dct". VAEM 
is OWL-DL compliant 

Used to describe 
metadata of the 
BigDataOcean 
datasets related to 
time (e.g. time 
interval) or 
provenance / Applies 
to all pilots 

VANN: A vocabulary for 
annotating vocabulary 
descriptions (vann) 
 

http://purl.org/vocab
/vann/ 

A vocabulary for annotating 
descriptions of vocabularies 
with examples and usage 
notes 

General ontology 
describing general 
terms used/linked by 
other ontologies 
included in this 
catalogue 

Vocabulary of a 
Friend (voaf) 
 

http://purl.org/voco
mmons/voaf 

A vocabulary to describe linked 
data vocabularies and their 
relations 

General ontology 
describing general 
terms used/linked by 
other ontologies 
included in this 
catalogue 

Vocabulary Of 
Attribution and 
Governance (voag) 
 

http://voag.linkedmo
del.org/schema/voag 

VOAG is intended to specify 
licensing, attribution, 
provenance and governance of 
an ontology 

General ontology 
describing general 
terms used/linked by 
other ontologies 
included in this 
catalogue 

Vocabulary of 
Interlinked 
Datasets (void) 
 

http://vocab.deri.ie/v
oid 

The Vocabulary of Interlinked 
Datasets (VoID) is an RDF 
Schema vocabulary for 
expressing metadata about 
RDF datasets. It is intended as 
a bridge between the 
publishers and users of RDF 
data, with applications ranging 
from data discovery to 
cataloguing and archiving of 
datasets. This document 

General ontology 
describing general 
terms used/linked by 
other ontologies 
included in this 
catalogue 
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provides a formal definition of 
the new RDF classes and 
properties introduced for VoID. 
It is a companion to the main 
specification document for 
VoID, Describing Linked 
Datasets with the VoID 
Vocabulary 

SemWeb Vocab Status 
ontology (vs) 
 

http://www.w3.org/2
003/06/sw-vocab-
status/ns 

An RDF vocabulary for relating 
SW vocabulary terms to their 
status 

General ontology 
describing general 
terms used/linked by 
other ontologies 
included in this 
catalogue 

XML Schema (xsd) 
 

http://www.w3.org/2
001/XMLSchema 

The XML Schema 
representation 

General ontology 
describing general 
terms used/linked by 
other ontologies 
included in this 
catalogue 

Table 2-1: List of vocabularies 

2.2 Vocabulary Repository      
The Vocabulary Repository allows users to import, manage, search, query, and interlink existing 
vocabularies and ontologies related mainly to the maritime domain, but also focusing on describing 
metadata of datasets in general. Thus, metadata and statistics about the related vocabularies and 
ontologies are being stored and accessed using this tool. In addition, the Vocabulary Repository allows 
linking the BigDataOcean pilots to ontologies and vocabularies which can be used for annotating the 
related vocabularies. To achieve this a UI interface and an external API have been developed that allow 
firstly, to find the best fitting vocabularies for the corresponding use case, and secondly, to download 
the ontology/vocabulary for further use in the Harmonisation Tool. The Vocabulary Repository aims at 
publishing the aforementioned information online for the maritime domain experts and exposes 
different APIs. 

At the design phase of the Vocabulary Repository, several other repositories in the maritime domain 
have been evaluated, namely the Natural Environment Research Council (NERC) Vocabulary Server, 
the Marine Metadata Interoperability (MMI) Repository, and the Rolling Deck to Repository (R2R); none 
of these could fulfil the BigDataOcean requirements adequately (see deliverable D3.1 for the positioning 
of the Vocabulary Repository with respect to the existing maritime metadata repositories). 

This section summarizes the Vocabulary Repository requirements which are being addressed in the two 
different versions of the tool (see deliverable D3.1 for the initial requirements), presents the Vocabulary 
Repository features (see deliverable D4.3 for details of the Vocabulary Repository architecture), includes 
implementation details, and reports on a user evaluation study which has been performed in order to 
evaluate the usability of the tool. 

2.2.1 Vocabulary Repository Requirements 

The requirements which have been collected during the requirements elicitation phase have been 
further prioritized and addressed by the two different versions of the tool. After several iterations and 
a user evaluation, some of the initially defined requirements were considered not useful or relevant and 
were rejected. New requirements have been on the contrary added to the list. The following table 
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summarizes the list of primary and secondary requirements for the Vocabulary Repository along with 
their status. 

Requirement Status 

MR-P01: Insert new vocabularies / ontologies in the 
Vocabulary Repository (Functional) 

Rejected (vocabularies and ontologies 
should be available as open datasets - the 
role of the Vocabulary Repository is not to 
publish Linked Data but rather the 
metadata of already published Linked Data, 
therefore the actual vocabularies/ontologies 
are maintained at a different location) 

MR-P02: Import existing vocabularies / ontologies into the 
Vocabulary Repository (Functional) 

Addressed in v1.00 

MR-P03: Delete vocabularies / ontologies from the Vocabulary 
Repository (Functional) 

Addressed in v1.00 

MR-P04: Update vocabularies / ontologies in the Vocabulary 
Repository (Functional) 

Addressed in v1.00 

MR-P05: Insert metadata about vocabularies / ontologies in 
the Vocabulary Repository (Functional) 

Addressed in v1.00 

MR-P06: Describe vocabularies / ontologies in the Vocabulary 
Repository using ontologies (Functional) 

Addressed in v1.00 

MR-P07: Search vocabularies / ontologies in the Vocabulary 
Repository based on different criteria and keywords 
(Functional) 

Addressed in v1.00 

MR-P08: Evaluate SPARQL queries over the Vocabulary 
Repository to collect metadata about vocabularies / ontologies 
(Functional) 

Addressed in v1.00 

MR-P09: Evaluate SPARQL queries over the Vocabulary 
Repository to retrieve classes and properties of vocabularies / 
ontologies (Functional) 

Addressed in v1.00 

MR-P10: Search and identify maritime datasets semantically 
enriched with particular vocabularies / ontologies (Functional) 

Addressed in v2.00 (partially, vocabularies 
and ontologies are linked to corresponding 
pilots) 

MR-P11: Search and identify vocabularies / ontologies from 
similar projects in the maritime domain (Non-Functional) 

Rejected (this feature proved to be not 
useful for the pilot use cases, not enough 
information was available for addressing 
this requirement) 

MR-P12: Ensure persistence of the Vocabulary Repository 
(Non-Functional) 

Addressed in v1.00 

MR-P13: Ensure web-based access and availability of the 
Vocabulary Repository (Non-Functional) 

Addressed in v2.00 

MR-P14: Compute statistics about the Repository vocabularies 
/ ontologies (Functional) 

Addressed in v1.00 

MR-P15: Search pilots using particular vocabularies / 
ontologies (Functional) 

Addressed in v2.00 
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MR-P16: Download data dumps of the Repository vocabularies 
/ ontologies (Functional) 

Addressed in v1.00 

MR-P17: Provide a recommendation system on top of the 
Vocabulary Repository (Functional) 

Addressed in v1.00 (partially, users are able 
to recommend new vocabularies to include 
in the Vocabulary Repository) 

MR-P18: Search for related vocabularies / ontologies in the 
Vocabulary Repository (Functional) 

Addressed in v1.00 

MR-P19: RESTful API New requirement: addressed in v2.00 

Table 2-2: Primary requirements of the BigDataOcean Vocabulary Repository 

 

Requirement Status 

MR-S01: Propagate changes in the Repository vocabularies / 
ontologies (Functional) 

Addressed in v1.00 

MR-S02: Link Repository vocabularies / ontologies with similar 
existing vocabularies / ontologies (Functional) 

Addressed in v1.00 

MR-S03: Visualise statistics about Repository vocabularies / 
ontologies (Functional) 

Addressed in v1.00 

MR-S04: Visualise connectivity among Repository vocabularies 
/ ontologies (Functional) 

Addressed in v1.00 

MR-S05: Keep track of changes and versions of Repository 
vocabularies / ontologies (Functional) 

Addressed in v1.00 

MR-S06: Provide a Question Answering system on top of the 
Vocabulary Repository (Functional) 

Addressed in v2.00 

MR-S07: Keep track of changes on the data sources described 
using the Repository vocabularies / ontologies (Functional) 

Addressed in v1.00 

MR-S08: Provide a SPARQL endpoint to access metadata and 
the Repository vocabularies / ontologies (Functional) 

Addressed in v2.00 

MR-S09: Provide Quality metric values of the Repository 
vocabularies / ontologies (Functional) 

Rejected (it proved not to be relevant for 
the BigDataOcean pilots) 

MR-S10: Provide a Notification system to alert the Repository 
users whenever vocabularies / ontologies are included or 
updated (Functional) 

Rejected (it proved not to be useful since 
this aspect is covering by MR-S05) 

MR-S11: Provide an ontology validation pipeline to ensure that 
the Repository vocabularies / ontologies meet best practices and 
quality requirements (Functional) 

Rejected (it proved not to be relevant for 
the BigDataOcean pilots) 

Table 2-3: Secondary requirements of the BigDataOcean Vocabulary Repository 

 

2.2.2 Vocabulary Repository Features 

The Vocabulary Repository is available through the BigDataOcean platform. The initial design and 
implementation of the tool have been reported in Deliverable D3.1. In Deliverable D4.2 and D4.3, the 
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architecture of this tool has been presented for v1.00 and v2.00 respectively. All deployment and API 
details are included in Deliverable D4.3. The current section summarizes the final features of the 
Vocabulary Repository. 

 

Figure 2-1: The Vocabulary Repository tool is used in BigDataOcean for storing information about 
ontologies and vocabularies in the maritime domain and beyond 

 

The Vocabulary Repository has the following features: 

● CRUD vocabularies and ontologies from the Vocabulary Repository: create, read, 
update and delete metadata for vocabularies and ontologies existing in the Vocabulary 
Repository. 

● CRUD and search pilots using particular vocabularies/ontologies: create, read, 
update and delete references to pilots which use the vocabularies and ontologies in the tool. 

● Search vocabularies and terms in the Vocabulary Repository: allow searching of 
vocabularies and terms based on keywords. 

● SPARQL queries over the metadata repository: SPARQL endpoint for querying the 
metadata for ontologies and vocabularies. 
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● Compute statistics about the repository vocabularies and ontologies: statistics view 
of existing vocabularies and ontologies covering different aspects (languages used, number of 
classes and properties, etc.). 

● Visualise connectivity among vocabularies and ontologies: visualisation of 
interconnections between vocabularies, per vocabulary visualisation of incoming and outgoing 
links. 

● Question and Answering application: query information about the existing vocabularies 
and ontologies with an intuitive question answering interface 

● RESTful API: API for accessing the metadata in the Vocabulary Repository from external 
applications. 

2.2.3 Implementation Details 

The Vocabulary Repository has been developed on top of the Linked Open Vocabularies open source 
tool (LOV)1 and has been adapted to meet the requirements of the BigDataOcean project. The additional 
features that have been developed on top of LOV have been reported in D4.3. In order to support the 
features presented in 2.2.2, specific storage technologies are used. The metadata catalogue is stored 
in MongoDB2 while Apache Jena, an RDF triple store technology, is used to export the metadata of a 
vocabulary. In addition, Jena Fuseki3 is used to serve the data exported in RDF through the SPARQL 
protocol. The search feature is supported by Elasticsearch4, a full-text index based on Lucene 
technology5. The BigDataOcean Vocabulary Repository is a NodeJS6 application and uses Java in the 
backend for indexing, generating summary statistics, data checking, etc. The tool offers a Question and 
Answering system on top of the metadata stored developed in Python using the triple store Jena Fuseki 
endpoint. 

2.2.4 User Evaluation 

In order to evaluate the usability of the Vocabulary Repository, a user evaluation has been performed 
by the project partners (HCMR, UBITECH, EXMILE, NESTER, ANEK) - users of the tool. Please note that 
the Vocabulary Repository is not targeting the normal user of the BigDataOcean platform but rather 
the maritime data expert who plans to annotate the data. This study included two parts: 1) a task 
scenario test in which users were asked to perform some activities and evaluate each task’s complexity 
and 2) a usability test which was answered immediately after finishing the task scenario studies, to 
help determine whether the system is user-friendly and its ease of use. It was important that both 
questionnaires were answered by the same user, this gave an overview of what the user thinks and 
how he/she feels about the system after performing the task scenarios test. 

Task Scenario Test 
The task scenario consisted of 6 tasks, each of them evaluating one feature of the BigDataOcean 
Vocabulary Repository. 
Task 1: Find Vocabularies related to a certain pilot 
Task 2: Search vocabularies/ontologies  
                                                
1 http://lov.okfn.org 
2 https://www.mongodb.com/ 
3 https://jena.apache.org/documentation/fuseki2/index.html 
4 https://www.elastic.co/ 
5 https://lucene.apache.org/ 
6 https://nodejs.org/en/ 
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Task 3: Find information about a vocabulary/ontology (e.g. last updated) 
Task 4: Search for maritime-related terminology (e.g. geographic location) 
Task 5: Search for general terminology (e.g. title, description) 
Task 6: Use the SPARQL endpoint 
 
In total, seven people participated in the study. The main outcomes of the study are summarized below. 
 

 

Figure 2-2: User evaluation results (1) 

The most difficult tasks were Task 5 “searching for general terminologies like title, description for 
describing other vocabularies or datasets”, and Task 6 “use the SPARQL endpoint”. 
 



BigDataOcean 
BigDataOcean Cross-Sector Semantics, Analytics and Business Intelligence Algorithms 

D3.3 

  
 

 

 

27 
	

  

 

Figure 2-3: User evaluation results (2) 

However, in Task 6, 3 participants did not complete the task because they were not aware of the 
SPARQL query rules. 
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Figure 2-4: User evaluation results (3) 

In general, participants needed less than 10 min to complete the tasks, except for one participant that 
required between 10 and 15 min to complete Task 4. 
 
Usability Test 
The usability test consisted of the System Usability Scale (SUS)7 questions in order to determine the 
ease of use of BigDataOcean Vocabulary Repository after completing a series of tasks. The SUS 
questionnaire consists of 10 statements, each of them with five answer options, from strongly disagree 
(1) to strongly agree (5) to measure the usability of hardware, software, etc. In general, participants 
thought they would use the system, it was not complicated, they agreed the system was easy and not 
cumbersome to use, the system’s functionalities were well integrated, and it does not have too many 
inconsistencies. The majority of the participants think people would learn quickly to use the system. 
 
General Conclusions 
From the user evaluation, it is possible to derive that users were able to perform all tasks without 
spending excessive time in the system, which means that the system is somewhat explicit about the 
relation between button names and their functionality. There were two cases in which the functionality 
of the buttons was not clear from the icons they displayed. Having a more extensive set of participants, 
that are not related to the BigDataOcean project, would have given further insight on users that are 
not experts in the topic of Semantic Web. In general, BigDataOcean Vocabulary Repository is usable 
by experts and non-expert users. In order, however, to perform some advanced search using the 
SPARQL Query Endpoint, users might need to have a certain level of knowledge in SPARQL query 

                                                
7 https://www.usability.gov/how-to-and-tools/methods/system-usability-scale.html 
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language or require the support of a technical person. The system is not complicated to use, and all its 
functions are well integrated. 
This feedback was taken into consideration for improving some functionalities of the Vocabulary 
Repository further. In the future, further evaluations are planned including external users and 
stakeholders of the Vocabulary Repository, associated or not associated with the BigDataOcean project, 
in order to receive more feedback with regard to the use of the tool. 
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3 Harmonisation 

3.1 Harmonisation in BigDataOcean 
The goal of harmonisation in Big Data Ocean is to define methods and tools that will be used for 
collection, harmonisation, and processing multi-source big maritime data. Collection refers to gathering 
metadata in order to describe the various data sources. Harmonisation means the ability to combine 
heterogeneous data sources; this allows further seamless processing of the data. To enable the 
harmonisation of Big Data Ocean data sources, all datasets are described in terms of a common 
vocabulary. In addition, a tool has been developed - the Harmonisation Tool - which facilitates the 
management of the metadata of the BigDataOcean datasets and allows the integration with the data 
ingestion process of the BigDataOcean platform. The current section reports on the vocabulary (an 
extension of the GeoDCAT-AP, see deliverable D3.2) used for describing metadata as well as the final 
version of the Harmonisation Tool used for managing these metadata. 

3.2 Datasets Metadata 
This section discusses the metadata of the datasets that will be saved in the Harmonisation tool to 
allow search and query capabilities, as well as interlinking. The Harmonisation Tool has its own triple 
store for storing the properties for each of the datasets (see deliverable D4.3 for the technical details 
of the triple store). A common vocabulary has been used in order to describe the BigDataOcean 
properties; this is based on GeoDCAT-AP, a geospatial profile of the DCAT vocabulary which is being 
used to facilitate the interoperability between data catalogues published on the Web (for the use of 
GeoDCAT-AP and its extension in the Harmonisation Tool see deliverable D3.2). The following table 
summarizes the final list of properties used to describe metadata of the BigDataOcean datasets. 

identifier Harmonisation tool dataset identifier 

title Title of the dataset 

description Descriptive text about the dataset 

subject Related subjects to the dataset extracted from INSPIRE registry 

keywords Related keywords to the dataset extracted from GEMET concepts 

standards Standard used to describe the dataset 

formats The format of the dataset 

language The language of the dataset 

homepage Homepage URI of the dataset 

publisher The publisher of the dataset 

accessRights The access rights of the dataset 

issuedDate The date and time the dataset was created 

modifiedDate The date and time the dataset was last modified 
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geoLocation Geographical location of the dataset 

westBoundLongitude West bound coverage of the dataset 

eastBoundLongitude East bound coverage of the dataset 

southBoundLatitude South bound coverage of the dataset 

northBoundLatitude North bound coverage of the dataset 

coordinateSystem Standard name of the coordinate system used in the dataset 

verticalFrom Initial ocean depth studied on the dataset 

verticalTo Final ocean depth studied on the dataset 

verticalLevel Ocean depth by levels 

beginning Starting date and time of the dataset 

end Ending date and time of the dataset 

timeResolution Update frequency of the dataset 

variable List of variables used in the dataset [“raw name from the dataset file” 
, “canonical name”] 

Table 3-1: BigDataOcean Metadata properties 

 

The following example illustrates the usage of the aforementioned vocabulary in order to describe the 
metadata of the BigDataOcean datasets (Med Sea - NRT in situ Observations8 in this case). 
Dataset Name Med Sea - NRT in situ Observations 

Identifier MO_LATEST_TS_MO_SARON_20180502 

Description Med Sea - NRT in situ Observations 

Subject Oceans <http://inspire.ec.europa.eu/metadata-
codelist/TopicCategory/oceans> 

Keywords Mediterranean Area 
<https://www.eionet.europa.eu/gemet/en/concept/5145> 

Standards CF-1.6 OceanSITES-Manual-1.2 Copernicus-InSituTAC-SRD-1.3 
Copernicus-InSituTAC-ParametersList-3.0.0 

Data Format – 

Language Eng 

Homepage http://www.hcmr.gr 

                                                
8 http://erddap.emodnet-physics.eu/erddap/tabledap/MO_TS_MO_8871_monthly.html 
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Publisher OceanSITES 

Access Rights – 

Issued date 2018-05-04T19:33:23 

Modified date 2018-05-04T19:01:21 

Geographic Location – 

Geographic Coverage W: 23.5669 E: 23.5669 S: 37.6099 N: 37.6099 

Coordinate reference 
system 

– 

Vertical Coverage From: -3.0 To 3.0 

Vertical Level – 

Temporal Coverage 2018-05-02T00:00:00 to 2018-05-02T21:00:00 

Time Resolution daily 

Dataset Variables Canonical Variables 

latitude Latitude <http://vocab.nerc.ac.uk/collection/P07/current/CFSN0600/> 

longitude longitude <http://vocab.nerc.ac.uk/collection/P07/current/CFSN0554/> 

wind_speed wind_speed 
<http://vocab.nerc.ac.uk/collection/P07/current/CFSN0038/> 

sea_water_speed sea_water_speed 
<http://vocab.nerc.ac.uk/collection/P07/current/CFSN0334/> 

sea_surface_wave_peri
od_at_variance_spectr
al_density_maximum 

sea_surface_wave_period_at_variance_spectral_density_maximum 
<http://vocab.nerc.ac.uk/collection/P07/current/CFV13N31/> 

sea_surface_wave_me
an_period_from_varian
ce_spectral_density_se
cond_frequency_mome
nt 

sea_surface_wave_mean_period_from_variance_spectral_density_seco
nd_frequency_moment 
<http://vocab.nerc.ac.uk/collection/P07/current/CFV8N75/> 

wind_from_direction wind_from_direction 
<http://vocab.nerc.ac.uk/collection/P07/current/CFSN0036/> 

sea_surface_wave_sig
nificant_height 

sea_surface_wave_significant_height 
<http://vocab.nerc.ac.uk/collection/P07/current/CFSN0385/> 

air_temperature air_temperature 
<http://vocab.nerc.ac.uk/collection/P07/current/CFSN0023/> 
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sea_water_temperatur
e 

sea_water_temperature 
<http://vocab.nerc.ac.uk/collection/P07/current/CFSN0335/> 

sea_water_practical_s
alinity 

sea_water_practical_salinity 
<http://vocab.nerc.ac.uk/collection/P07/current/IADIHDIJ/> 

depth depth <http://vocab.nerc.ac.uk/collection/P07/current/CFSN0721/> 

time time <http://vocab.nerc.ac.uk/collection/P07/current/CFSN0115/> 

sea_surface_wave_fro
m_direction 

sea_surface_wave_from_direction 
<http://vocab.nerc.ac.uk/collection/P07/current/CFSN0384/> 

wind_speed_of_gust wind_speed_of_gust 
<http://vocab.nerc.ac.uk/collection/P07/current/CFSN0039/> 

Table 3-2: Metadata example 

The metadata is stored as RDF data in a triple store which can be accessed either using the SPARQL 
endpoint or RESTful API. The following snippet includes metadata of the dataset Med Sea - NRT in 
situ Observations expressed in .ttl format. 
 
<http://bigdataocean.eu/bdo/MO_LATEST_TS_MO_SARON_20180502> 
        a       <https://www.w3.org/TR/vocab-dcat/Dataset> ; 
        <http://bigdataocean.eu/bdo/GeographicalCoverage> 
                <http://bigdataocean.eu/bdo/MO_LATEST_TS_MO_SARON_20180502_GC> ; 
        <http://bigdataocean.eu/bdo/timeCoverage> 
                <http://bigdataocean.eu/bdo/MO_LATEST_TS_MO_SARON_20180502_TC> ; 
        <http://bigdataocean.eu/bdo/timeResolution> 
                "daily" ; 
        <http://bigdataocean.eu/bdo/verticalCoverage> 
                <http://bigdataocean.eu/bdo/MO_LATEST_TS_MO_SARON_20180502_VC> ; 
        <http://bigdataocean.eu/bdo/verticalLevel> 
                "" ; 
        <http://purl.org/dc/terms/Standard> 
                "CF-1.6 OceanSITES-Manual-1.2 Copernicus-InSituTAC-SRD-1.3 
Copernicus-InSituTAC-ParametersList-3.0.0" ; 
        <http://purl.org/dc/terms/accessRights> 
                "" ; 
        <http://purl.org/dc/terms/conformsTo> 
                "" ; 
        <http://purl.org/dc/terms/description> 
                "Med Sea - NRT in situ Observations" ; 
        <http://purl.org/dc/terms/format> 
                "NetCDF" ; 
        <http://purl.org/dc/terms/identifier> 
                "MO_LATEST_TS_MO_SARON_20180502" ; 
        <http://purl.org/dc/terms/issued> 
                "2018-05-
04T19:33:23"^^<http://www.w3.org/2001/XMLSchema#dateTime> ; 
        <http://purl.org/dc/terms/language> 
                "eng" ; 
        <http://purl.org/dc/terms/modified> 
                "2018-05-
04T19:01:21"^^<http://www.w3.org/2001/XMLSchema#dateTime> ; 
        <http://purl.org/dc/terms/publisher> 
                "OceanSITES" ; 
        <http://purl.org/dc/terms/title> 
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                "Med Sea - NRT in situ Observations" ; 
        <http://rdf-vocabulary.ddialliance.org/discovery#variable> 
                
<http://bigdataocean.eu/bdo/MO_LATEST_TS_MO_SARON_20180502_latitude> , 
<http://bigdataocean.eu/bdo/MO_LATEST_TS_MO_SARON_20180502_longitude> , 
<http://bigdataocean.eu/bdo/MO_LATEST_TS_MO_SARON_20180502_wind_speed> , 
<http://bigdataocean.eu/bdo/MO_LATEST_TS_MO_SARON_20180502_sea_water_speed> , 
<http://bigdataocean.eu/bdo/MO_LATEST_TS_MO_SARON_20180502_sea_surface_wave_perio
d_at_variance_spectral_density_maximum> , 
<http://bigdataocean.eu/bdo/MO_LATEST_TS_MO_SARON_20180502_sea_surface_wave_mean_
period_from_variance_spectral_density_second_frequency_moment> , 
<http://bigdataocean.eu/bdo/MO_LATEST_TS_MO_SARON_20180502_wind_from_direction> , 
<http://bigdataocean.eu/bdo/MO_LATEST_TS_MO_SARON_20180502_sea_surface_wave_signi
ficant_height> , 
<http://bigdataocean.eu/bdo/MO_LATEST_TS_MO_SARON_20180502_air_temperature> , 
<http://bigdataocean.eu/bdo/MO_LATEST_TS_MO_SARON_20180502_sea_water_temperature> 
, 
<http://bigdataocean.eu/bdo/MO_LATEST_TS_MO_SARON_20180502_sea_water_practical_sa
linity> , <http://bigdataocean.eu/bdo/MO_LATEST_TS_MO_SARON_20180502_depth> , 
<http://bigdataocean.eu/bdo/MO_LATEST_TS_MO_SARON_20180502_time> , 
<http://bigdataocean.eu/bdo/MO_LATEST_TS_MO_SARON_20180502_sea_surface_wave_from_
direction> , 
<http://bigdataocean.eu/bdo/MO_LATEST_TS_MO_SARON_20180502_wind_speed_of_gust> ; 
        <http://xmlns.com/foaf/0.1/homepage> 
                "http://www.hcmr.gr" ; 
        <https://www.w3.org/TR/vocab-dcat/subject> 
                <http://inspire.ec.europa.eu/metadata-
codelist/TopicCategory/oceans> ; 
        <https://www.w3.org/TR/vocab-dcat/theme> 
                <https://www.eionet.europa.eu/gemet/en/concept/5145> . 

Table 3-3: Metadata in .ttl format 

3.3 Harmonisation Tool 
The goal of Harmonisation Tool is to semantically annotate datasets utilising ontologies and metadata 
vocabularies, also available (in terms of metadata) in the Vocabulary Repository. In particular, the 
Harmonisation Tool (1) enables the user to semi-automatically import metadata for the BigDataOcean 
datasets being ingested, (2) allows the user to view, edit, add and delete metadata for a specific dataset 
and (3) facilitates the user to navigate to linked vocabularies. While the Vocabulary Repository is used 
as a reference for available ontologies and vocabularies in the maritime domain, the Harmonisation 
Tool makes real use of these by mapping the dataset metadata to the corresponding concepts. 

 

3.3.1 Harmonisation Tool features 

The Harmonisation Tool is part of the BigDataOcean platform and is well integrated with the data 
ingestion process. The architecture of the Harmonisation Tool, as well as its connection to the 
Vocabulary Repository and communication with external tools/APIs, have been reported in detail in 
deliverables D4.2 and D4.3 (for versions v1.00 and v2.00 respectively). All deployment and API details 
are included in deliverable D4.3. The current section summarizes the final features of the Harmonisation 
Tool. 
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Figure 3-1: The Harmonisation Tool is used in BigDataOcean for managing metadata of 
the datasets ingested in the BigDataOcean platform 

 

The Harmonisation Tool has the following features: 

● CRUD dataset metadata in the Harmonisation Tool: create, read, update, delete 
metadata for the BigDataOcean datasets. 

● Extract metadata from datasets files (NetCDF) and URL for Copernicus: automatic 
extraction of metadata from NetCDF files and the Copernicus service. 

● Search datasets in the Harmonisation Tool: UI for searching datasets based on their 
metadata stored in the tool. 

● SPARQL queries over the Harmonisation Tool: SPARQL endpoint for querying the 
metadata. 

● RESTful API: API for querying the metadata. 
● Integration with Data Parser: every time new data is ingested in the BigDataOcean 

platform using the Data Parser the Harmonisation Tool is notified. 
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The semi-automatic extraction of metadata performed by the tool has certain limitations: 

- Only metadata which appears in the imported datasets and uses standard names for their 
properties can be automatically extracted. 

- Metadata inherent in the dataset (e.g. spatial or time coverage) can not be extracted. 
- Metadata not explicitly stated in the dataset file (e.g. subjects related to the dataset) can not 

be extracted. 
- Variables which appear with different names from the CF conventions (standard vocabulary for 

describing the dataset variables) can not be recognized. 
- Still, substantial manual work needs to be done for editing metadata of imported datasets in 

the BigDataOcean platform. 
In order to address these limitations the following improvements are planned and will be included in 
the upcoming version of the Harmonisation Tool: 

- Use of profiles (with pre-filled metadata) to batch process datasets imported in the 
BigDataOcean platform. 

- Use of Named Entity Recognition (NER) tools for automatically extracting variable names, 
subjects related to datasets, etc. 

- Use of other techniques for automatically extracting information inherent in a dataset (e.g. 
spatial or time coverage). 

 

3.3.2 Implementation Details 

The Harmonisation Tool is a Web application developed using the Flask framework9 for Python and 
uses Java in the backend for importing dataset metadata from external files or APIs. All metadata are 
stored as Linked Data and can be afterwards queried using the Apache Jena framework10 (Apache Jena 
TDB provides the storage system, while Jena Fuseki integrated with TDB provides a SPARQL server). 
In addition to this, the tool offers a RESTful API. The Harmonisation Tool allows the extraction of the 
datasets’ metadata from the NetCDF files using the Unidata Data11 libraries and jsoup Java HTML 
parser12 for XML files used in Copernicus datasets. 

 

 

                                                
9 http://flask.pocoo.org/ 
10 https://jena.apache.org/ 
11 https://www.unidata.ucar.edu/software/thredds/current/netcdf-java/ 
12 https://jsoup.org 
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4 Processing Patterns and Algorithms 

4.1 Maritime Security and Anomaly Detection 
In this section, we provide the updates of processing patterns and algorithms that have been used for 
the Maritime Security and Anomaly Detection pilot of BDO since the delivery of D3.2. In subsection 
4.1.1 we provide a short description of the pilot cases and how these have been defined. The main 
work of the pilot cases definition is part of the WP6 and further details on this are available in D6.2. 

4.1.1 Introduction 

In D3.2 the pilot was described broadly without any scenarios to indicate what needed to be tested. In 
the meantime, two scenarios have been defined in D6.2 and for each scenario, certain test cases were 
added in order to specify how the tests will be conducted: 

• Scenario - (P3SC1) Determining vessel anomalies 
o Test Case - (P3SC1_1) Identification of static anomalies of a single vessel 
o Test Case – (P3SC1_2) Dynamic anomaly detection for a single vessel 

• Scenario - (P3SC2) Determining aggregated anomalies 
o Test Case – (P3SC2_1) Dynamic anomalies per route 

The following updates mainly concern P3SC2_1 and provide further details on the process of extracting 
normal routes that can be used to detect anomalies per route. 

4.1.2 Updated BigDataOcean Approach 

The main steps of the methodology remain the same as the ones reported in D3.2. However, some 
adjustments have been made in the last step (i.e., “Feature Selection / Clustering”) of the methodology. 
More specifically, the list of features that are required for the clustering was revised and experiments 
have been conducted in order to assess the suitability of available clustering algorithms for the needs 
of the pilot. 

In D3.2, the list of features used for clustering consisted of longitude, latitude, and relative timestamp. 
The initial concept was that by including the relative timestamp in the feature list the clustering 
algorithm would take into account the proximity of vessel trajectories, i.e. how close the vessels sailed. 
This, however, resulted in spatially overlapping clusters which might confuse the pilot user. 
Furthermore, a normal route is adequately represented using only the spatial dimension, so there is no 
need to keep time dimension in the feature list. However, relative timestamp will still be available in 
case it is required in the future for any operation that is not currently predicted. 

In order to choose the most suitable algorithm for the pilot an experimental study was carried out and 
published [1]. Based on the results and considering both the predictive accuracy and execution time 
we are focusing on a solution that incorporates a partitioning clustering method such as K-Means 
without definitively excluding any other clustering method family. 

An interesting point that shows the suitability of K-Means-like methods versus density-based ones is 
the way they behave in cases where the density of reported AIS messages is much higher near coastal 
areas (due to terrestrial coverage) than it is in the middle of the ocean (where only satellite AIS exists). 
A density-based algorithm will find fewer and larger clusters near ports and consequently large gaps 
could be formed in between. 
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The representation of the normal route is based on the result of the clustering after we create a convex 
hull for each cluster from its positions. A convex hull represents the area more accurately than a circle 
(centroid + radius) which was the outcome of our initial analysis in D3.2. In addition, some convex 
hulls can be discarded based on the density (number of positions / area of convex hull) and/or the 
number of trips that crossed it. So, in the end, the normal route is a collection of convex hulls from 
which the majority of vessels pass through. 

4.1.3 Algorithms usage 

K-Means is used in order to spatially partition the AIS reported positions. Each cluster is represented 
as a convex hull created from the positions contained in it. Then, the less dense clusters are discarded 
based on a threshold. The outcome represents the normal route, i.e. the areas from which most vessels 
pass through. 

Name Purpose 

K-Means Identify route similarities among vessels 
performing the same itinerary 

Table 4-1: Maritime Security and Anomaly Detection algorithms 

 

4.2 Mare Protection 
4.2.1 Introduction 

Oil spill forecasting models constitute a fundamental means in marine safety. This tool has a key role 
in contingency planning and response strategies in case of marine pollution alerts due to oil spill 
accidents. Meteorological and oceanographic forecasts, as well as the modelling of oil weathering 
processes, are used in order to predict the fate and track of the spill in a crucial period of time. Dedicated 
numerical models are employed to predict the direction and route of the spill, the resources which are 
threatened and the expected state of the oil after the first critical hours.  

The pilot has the ability to use this tool both reactively, when an oil spill accident occurs, and proactively, 
when combined with historical information, in order to develop a response plan which would reduce 
drastically the environmental, social and economic impact of an oil spill in a specific geographical area. 
The D3.2 provides in detail an analysis of the pilot scope and the methodology that is being followed 
in order to perform oil spill dispersion simulations for marine protection, contingency planning, and 
prevention. 

The results that the pilot expects to acquire through the BigDataOcean solution, are covering the main 
ways of utilising forecasting models for the oil spill dispersion both reactively and proactively. Thus, 
three scenarios and the respective test cases have been developed and are summarised as follows: 

• Scenario – (P2SC1) Oil spill dispersion forecast acquisition 
o Test Case – (P2SC1_1) Oil spill dispersion in the marine environment 
o Test Case – (P2SC1_2) Areas to be affected from detected oil spill 

• Scenario – (P2SC2) High risk pollution areas 
o Test Case – (P2SC2_1) High risk pollution areas from potential oil spill in the sea 

• Scenario – (P2SC3) Access combined information 
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o Test Case – (P2SC3_1) Data acquisition with specific parameters/characteristics from 
different data sources and data types 

The scenarios and the test cases are described in detail in the D6.2 and any adjustments or changes 
will be reported in terms of the assessment of the context of T6.2 - “Pilots Planning and Preparation”. 

4.2.2 Updated BigDataOcean Approach 

The methodology that is followed for the implementation of the Mare Protection Pilot has been 
extensively described in the D3.2. The scenarios for which the BigDataOcean platform is called to 
address a solution, are covered by the steps that have already been provided and are summarised in 
the following list. 

1. Use of forecast data from other sources than HCMR products, available in the BDO platform. 
2. In situ data from fixed stations and ships. If in-situ data are available to the area of the accident, 

in order to enrich the input and optimise simulation’s precision. In-situ data must be available 
throughout the simulation period. Therefore, this ability will be offered upon availability and for 
historical runs only. 

3. Satellite images of oil spills in the sea can be used to perform real time simulations that could 
support decisions and enhance effectiveness in response strategies. Depending on the time of 
occurrence, forecasting or historical runs could either be performed.  

4. Pollution reports from ships can also be used as an input in order to trigger a simulation and 
predict oil fate and dispersion. 

5. AIS data can be presented in parallel along with the OSM output in order to provide a clear 
view of the position of nearby vessels. 

For the specified steps no further adjustments have been considered necessary. 

4.2.3 Algorithms usage 

The algorithms that are offered by the BigDataOcean platform and are utilised by the Mare Protection 
pilot for the realisation of the pilot’s scenarios are summarised in Table 4-2. No changes have been 
applied to the initial selection of algorithms which was reported in D3.2. 

Name Purpose 

Mean or Geometric 
mean, Range or 

Quartiles 

Get oil spill seasonal statistics on ship 
routes regarding historical runs 

Pearson r, Spearman 
rank or Kendall rank  

correlation 
Detect correlation between vessels 
position and oil spill trajectory 

Range or 
Interquartile range 

Perform basic quality control on in-situ 
data from various sources available on 
BigDataOcean platform 

K-means or 
Streaming k-means, 
Gaussian mixture 
models (GMM) or 
Power iteration 
clustering (PIC) 

Clustering of meteorological and 
oceanographic data coming from 
different sources, like in-situ 
measurements (from fixed stations, 
Argos, vessels, etc.) or forecasting 
models. For instance, group parameters 
into wind, waves, currents, sea 
temperature, salinity or other 
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Recursive feature 
elimination (RFE) 

Get subset of meteorological and 
oceanographic data: decide and cut the 
temporal period and the geographical 
area of interest in order to save 
downloading time and resources 

Table 4-2: Mare Protection algorithms 

 

4.3 Wave Power exploitation 
4.3.1 Introduction 

Offshore renewable sources are in a developing stage with wind having the highest share of generation, 
gaining from a more advanced stage of technology (which comes from several decades of in-land 
application of wind turbines). Wave power (and other possible sources of offshore power as tidal) are 
more delayed in terms of development due to several factors. These include the need for further 
resource assessment studies, which ultimately will dictate the choice of locations for installation of 
electric power production units, thus having a direct impact in the economic viability of such projects. 
These rely on wave resource datasets, which can be collected from different sources, many times using 
different formats, which difficult the execution of these studies. Under this context, this BDO Pilot aims 
to improve the execution of these studies by providing a concentrated way to use multiple data sources 
in these studies, allowing for a simpler preliminary site selection process and taking into account impacts 
in the environment and in the equipment operation. 

The pilot is implemented around two different main scenarios that aim to perform an assessment of 
wave conditions and to calculate electric power generation (considering multiple wave energy converter 
technologies). Both scenarios contain multiple test cases that allow users to perform different activities 
and obtain a large set of results that contribute to the knowledge and development of wave energy 
solutions. All envisage scenarios and test cases are organized as follows. 

• Scenario – (P4SC1) Primary Energy Resource Assessment 
o Test case – (P4SC1_1) Assessment of a single location 
o Test case – (P4SC1_2) Visualization of a Single Data Source 
o Test case – (P4SC1_3) Visualization of a Wave Atlas  

• Scenario – (P4SC2) Energy Conversion Assessment 
o Test case – (P4SC2_1) Assessment of Technologies in a Single Location  
o Test case – (P4SC2_2) Visualization of the performance of a Single Technology in a 

Wide Geographical Area  
o Test case –  (P4SC2_3) Assessment of wave energy conversion load matching  

This section aims to perform an update on the processing patterns and necessary steps and algorithms 
that are necessary to execute the pilot services, refining the first identified needs, which were presented 
in D3.2. 
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4.3.2 Updated BigDataOcean Approach 

Under the scope of D3.2, the pilot processing patterns were built around three envisaged classes of 
services that the pilot can provide, which were called: Preliminary resource assessment, final resource 
assessment, and preliminary environment impact assessment. However, in order to offer a larger set 
of services to end-users, these classes were rearranged in two different scenarios, each comprising 
three test cases. This new approach allows different users to access services that are tailored to their 
needs, instead of having just general services. The main objective of this approach is then to generate 
interest of different groups of users, by having this personalization of offered services. Nonetheless, 
the identified processing patterns are still valid, with some refinements, and the different steps in the 
data processing chain are used.  

Regardless of the service that will run, the pilot processing pattern is similar and contains the steps 
depicted in the next figure. The first step is related to the data check-in in the BDO platform. The pilot 
uses multiple datasets, from multiple sources, with different formats and also different time intervals 
(different datasets are available in different time steps from data owners). These datasets need to be 
processed as demonstrated in the second set of steps (Data Processing). These two run continuously 
using the BDO platform capabilities. The final step (Service Execution) is related to the running 
processes in order to execute the implemented services, according to the users’ needs and requests. 
This step only runs when a user asks for the service to run in the BDO platform, while the others are 
continuously running, i.e. the platform is continuously gathering data and processing this data in order 
to have services ready to run. 

 

Figure 4-1: Wave Power Pilot revised processing patterns 

Different pilot services will require different datasets coming from a subset or all of the identified data 
sources. Nonetheless, all datasets used in the pilot, and included in the BDO platform, go through a 
data processing chain in order to be pre-processed, clean, harmonized and enriched in order to allow 
pilots to extract knowledge, through the running process of the implemented services. As already 
mentioned, these steps occur continuously in the BDO Platform. However, some executed services 
might require real-time check-in of data and data processing algorithms. This is of core importance in 
services where the user can add and use its own datasets (e.g. wave energy converters data) in order 
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to assure a proper functioning of the BDO platform services. After the end of the “Data Processing” 
step, identified in the previous figure, data will be enriched and can be used in the pilot context. After 
this Data Processing step, most of the envisaged wave energy pilot services still require additional steps 
in order to extract sound results. These are mostly algorithms that need to be used in order to obtain 
electric quantities from the wave conditions (e.g. calculation of wave power potential in a specific 
location or calculation of wave power generation of a particular wave energy converter). These 
algorithms are implemented in Python and included in the services available at the BDO platform 
through the usage of notebooks. This modular approach allows offering multiple services to the user 
and also give the user the possibility to create his own services by using its own notebooks while 
guaranteeing that the platform algorithms (related to data processing) are independent of the service 
that is currently running. 

4.3.3 Algorithms usage 

In order to implement the multiple services envisaged for the pilot, different algorithms are needed. As 
already indicated, these can be separated into two categories: specific service algorithms, running in 
notebooks, and general data processing algorithms. The next table contains a description of the data 
processing algorithms needed to implement the currently envisaged pilot services. In the 
implementation stage of these services, and if the need arises, additional algorithms can be considered, 
as long as they are either supported or possible to integrate in the BDO platform. 

 

Name Purpose 

Summary Statistics 
(mean, geometric 
mean, max, min) 

Verify the aggregated characteristics of 
wave conditions in one location 

K-means Clustering of different regions according 
to wave conditions 

Table 4-3: Wave Power algorithms 

 

4.4 Vessel Fault Prediction and Fuel Consumption 
4.4.1 Introduction 

FOINIKAS and ANEK are ship owners’ companies, operating respectively tankers and passenger vessels. 
On the one hand, FOINIKAS serves customers around the Globe all year in non-ordinary trips. ANEK, 
on the other hand, has fixed voyages within Greece and between Greece and Italy. The shipping 
industry is regulated with strict and extremely demanding national and international standards and 
policies. Both companies comply with the construction manual of each vessel and the International 
Treaties (EU Regulations, International Standards of MARPOL, ISPS Code, IMO, SOLAS Convention, 
etc.). Moreover, both companies are operating in compliance with a set of policies and regulations, 
such as the mandatory for new ships Energy Efficiency Design Index (EEDI) and the Ship Energy 
Efficiency Management Plan (SEEMP) for all ships at MEPC 62 (July 2011) with the adoption of 
amendments to MARPOL Annex VI (resolution MEPC.203(62)) by Parties to MARPOL Annex VI. 



BigDataOcean 
BigDataOcean Cross-Sector Semantics, Analytics and Business Intelligence Algorithms 

D3.3 

  
 

 

 

43 
	

  

Nevertheless, it is not unusual that the need for unscheduled maintenance tasks arises. Depending on 
the nature of the maintenance task, it can be either performed while the ship is in route, usually for 
the cases of minor equipment malfunctions and substitutions, or the rerouting of the ship to closest 
harbour is mandatory in order to perform the necessary maintenance works and repairs. Additionally, 
the shipping company needs to schedule the necessary maintenance tasks that are needed ahead of 
each trip or after inspection, while also planning for the availability of spare equipment that needs to 
be available on-board while the ship is in route, which may vary depending on the type of the ship and 
the itinerary. As a consequence, FOINIKAS is eager on investing in fault prediction and proactive 
maintenance that will provide useful insights and information of great significance for the identification 
of the necessary supplies in machine room equipment of each ship that are needed to be stocked or 
changed prior to its departure. 

Besides the fault prediction and proactive maintenance, the shipping companies are today increasingly 
concerned with additional challenges related to cost minimization and operational cost reduction. The 
shipping companies are under strong pressure for reducing the fuel consumption of the operated 
vessels, as it is considered a critical factor in the company’s operational costs. However, fuel 
consumption is related to a variety of parameters. Within the context of this pilot, ANEK is very 
interested in investigating how two important parameters, the environmental conditions and the 
operational decisions taken, are affecting the fuel consumption and how ANEK could benefit for the 
analysis of their relation towards the aim of identifying cost saving potentials. 

Within the context of this pilot, two scenarios are implemented focusing on Ship Owners (FOINIKAS 
and ANEK) with the aim of improving the business situation of the stakeholders, concerning the 
reduction of efforts spent in unplanned repairs, as well as the reduction of fuel consumptions. The 
envisaged scenarios are the following: 

• Scenario – (P1SC1) Fault prediction and proactive maintenance 
• Scenario – (P1SC2) Fuel consumption 

In the upcoming sections, the updated information with regard to both scenarios is presented. Following 
the updated scenarios descriptions, the update on the processing patterns and the methodology 
followed within the context of the pilot is presented, providing the necessary updates on the steps and 
algorithms that will be utilised in the pilot execution, refining the first identified needs, which were 
presented in deliverable D3.2. 

4.4.2 Fault prediction and proactive maintenance (P1SC1) 

Fault prediction and proactive maintenance is a strong contributor in shipping companies’ objectives in 
terms of cost minimization, profitability and customer satisfaction. For a shipping company, the fault 
prediction and proactive maintenance is aiming at providing the means for preserving the level of 
availability and reliability of a vessel, as well as avoiding the immobilisation of a vessel. Moreover, the 
efficient and effective fault prediction and proactive maintenance is translated in profitability 
optimisation as it leads to overall maintenance costs reduction and risk mitigation. Therefore, within 
the context of this scenario, FOINIKAS is interested in exploring fault prediction and proactive 
maintenance in order to identify supplies in machine room equipment of each ship prior to its departure, 
that are needed to be stocked or changed, and ultimately, if possible, to identify the root causes of the 
equipment malfunction prior to the estimated Time To Live by the equipment manufacturers. 
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Towards this end, data analytics techniques will be utilised in order to analyse the historical datasets 
provided by FOINIKAS that contain a 5-year operation of vessels, inspection and maintenance actions 
performed, as well as identified defects from the inspection and maintenance of the machine rooms. 
The purpose of the analysis is the identification of the frequency and root causes of the equipment 
failure by performing a failure mode and effect analysis on these historical datasets. The overall 
objective of this scenario is to provide the useful insights and hopefully concrete conclusions to the 
corresponding stakeholders with regard to the unplanned repairs and equipment changes performed 
outside the scheduled maintenance programme, that are characterized as mechanical accessory faults. 
The scope of this scenario is to enable the stakeholder on being proactive rather than reactive, towards 
controlling unpredicted damages and/or mechanical failures, in order to avoid unnecessary costs. 

In order to facilitate FOINIKAS to implement better and more efficient maintenance strategies, the 
failure mode and effect analysis will be re-executed whenever new additional data, originating from the 
maintenance and reporting systems of the vessels, are available. The goal of the analysis is to generate 
the knowledge base that the stakeholders will exploit in order to identify the equipment failing in the 
future and will enable them to better predict the maintenance requirements, towards a smarter and 
more efficient risk maintenance management strategy.  

As described in deliverable D3.2, FOINIKAS’ tankers are equipped with state-of-the-art systems and 
databases, collecting the data that are exploited in the context of this scenario. More specifically, the 
systems that are providing the data that will be exploited are the Defects Reporting Database and 
the Planned Maintenance System (PMS) Database. The first one is a database that includes all 
communication and details about defects in ship components and equipment and their status with 
metadata such as the date created, due date, vessel, description and category of the defect, the list of 
action taken for this defect, etc. The second one is a database containing information about the 
maintenance tasks performed in intervals according to manufacturers and class requirements with 
metadata such as the code of the task, the component under examination, the description of the 
scheduled task, the status, the start date, the due date, etc. Both systems are described in detail in 
section 3.4.3 of deliverable D3.2. 

In addition to the proprietary historical data of FOINIKAS, the consortium will try to exploit additional 
external datasets containing information regarding the operation of additional vessels, inspection and 
maintenance actions performed, and defects identified referring to the inspection and maintenance of 
the machine rooms. With regard to real time data, the infrastructure will be in place to facilitate regular 
scheduled analysis if near real time data from the equipment sensors are made available in the future. 

4.4.3 Fuel consumption (P1SC2) 

Shipping companies are today under strong pressure for reducing their operational costs and improving 
their sustainability. The fuel consumption of the operating vessels is significantly impacting the 
company’s operational costs and as a consequence it is considered an important factor in its financial 
viability, as well as in the company’s objectives in terms of profitability and competitiveness. Therefore, 
within the context of this scenario, ANEK wishes to investigate the potential for fuel consumption 
reduction with the aim of obtaining useful insights on the energy efficiency of the operating vessels 
that will lead to cost saving potentials. 

Fuel consumption is not constant, but on the contrary, it depends among other parameters, on 
environmental conditions (e.g. wind direction, wind speed, wave height and many more), as well as on 
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the various operational choices by the vessel’s captain (e.g. average speed). During the vessel’s 
operation, a variety of on-board monitoring systems, utilising a large set of sensors, is currently used 
for measuring operational and performance parameters that impact fuel consumption. This historical 
data usually includes measurements, among others, for the consumption of liquids (such as fuel, water 
and lubricants), the positional information of the vessel (velocity, direction, route etc.) using Global 
Positioning System (GPS), the main engine power and RPMs, the monitored pressures (water, lubes 
etc.) and temperatures (exhaust gases, cooling waters etc.), as well as data collected from the Voyage 
Data Recorder (VDR). 

In the course of this scenario, ANEK will investigate with help of data analytics techniques the possible 
correlation of the aforementioned proprietary historical data with open historical meteorological and 
environmental data, as well as near-real-time meteorological and environmental data in regard to the 
fuel consumption and its possible effects on it. More specifically, the scenario execution will be focused 
on two basic pillars: 

a) The influence on the fuel consumption of both the environmental conditions and the operational 
decisions taken. As such, the relation between the various meteorological and environmental 
conditions (e.g. sea condition, wind force, wind direction etc.), as well as the ship displacement 
and trim, with the fuel consumption will be explored. The investigation will be focused on the 
influence and possible effects of the environmental conditions that can be obtained from 
various open sources (such as the sea condition, the wind force and direction, wave height and 
other related parameters) on the various vessels operational and performance parameters that 
are directly related to the fuel consumption, such as the vessel’s average speeds and engine’s 
RPMs. The aim of this analysis is to estimate whether, based on the weather forecast updates, 
the overall fuel consumption, and hence the initial fuel load of the vessel during the initiation 
of the trip, could be reduced and whether the vessel could reach the destination on time with 
reduced speed. 

b) The experimentation with the number of large loaded trucks versus cars carried during the trip 
that could result in the same displacement and trim, and as a result the same fuel consumption, 
that could be translated to financial benefits for the company. 

As described also in deliverable D3.2, ANEK maintains a large number of IT systems and databases 
that are undertaking the storage and maintenance of the measurements collected from the on-board 
monitoring systems. In particular, the data that will be exploited in the course of the scenario are mainly 
provided by the EPOS (Operation System). EPOS is the system containing the data for ANEK’s 
passenger vessels related to course as well as fuel and trip. With regard to vessel data, metadata are 
included about the identifier of the ship, the latitude and longitude of its position, the current speed 
and direction, as well as the timestamp of the record entry. Additionally, with regard to vessel trip data, 
metadata are included concerning the identifier of the trip, the identifier of the ship and the starting 
and final terminal of the trip. Moreover, metadata are included for the current levels of fuels, water, 
diesel, and lubricants, as well as the fuel, water, diesel and lubricants consumed during the trip, the 
number of passengers, cars, trucks during the trip. A detailed description of the system is described in 
section 3.4.2 of deliverable D3.2. 

In addition to the proprietary historical data of ANEK, several external datasets related to historical and 
near-real-time meteorological and environmental data will be explored from open-source sources, such 
as Copernicus, in order to facilitate the execution of the described scenario. 
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4.4.4 Updated BigDataOcean Approach 

In order to perform the correct data analysis that will provide useful insights on both scenarios, the 
fault prediction and proactive maintenance recommendations and the fuel consumption reduction, 
several preparatory steps associated with data acquisition, pre-processing and cleaning, curation and 
storage are involved, and several steps associated with analytics and machine learning will be executed. 
The two pilot partners are planning, executing and analysing the corresponding scenarios under 
different requirements and conditions, different existing infrastructure as well as different results usage, 
however the preparatory steps described above are similar for both scenarios. 

More specifically, the BigDataOcean approach for the two scenarios involves the following phases: 

 

Data Acquisition: 

The data acquisition is composed by two separate steps. The first step includes the data acquisition of 
the internal proprietary datasets of ANEK and FOINIKAS respectively, while the second step includes 
the data acquisition of the external datasets obtained from open-source data sources. 

For the internal proprietary datasets for the case of ANEK, the data acquisition involves harvesting 
dynamic data regarding the vessels’ trip data (such as the latitude and longitude of the ship’s positions, 
the speed and the direction), as well as more static data which are not monitored per regular intervals 
such as liquids (including fuel, water and lubricants) consumed during the trip, displacement of the 
vessel and number of passengers, cars and trucks loaded on the vessel. Due to the limited internet 
connectivity during the ship trip, all the real-time information gathered by the ship’s sensors and on 
board-real time systems about the vessel and its trip is received either at specific intervals or in batches 
when arriving at a port. The data is thereafter gathered centrally from the IT systems and databases 
of ANEK.   

For the internal proprietary datasets for the case of FOINIKAS, the data acquisition involves harvesting 
of data containing information regarding the defects observed in various ship components and 
equipment, such as the date created, the due date, the vessel, the description and category of the 
defect. Additionally, it involves the harvesting of data containing records regarding the various 
maintenance tasks performed in intervals on the vessel’s machinery with information such as the 
component under examination, the description of the scheduled task, the status, the start date, the 
due date, the priority, the cause of the defect, etc.  

The described aggregated information is exported by the corresponding systems of ANEK and FOINIKAS 
and is uploaded to the BigDataOcean platform. 

With regard to external data, the data acquisition involves the retrieval of historical meteorological and 
environmental datasets from Copernicus for the same time period and geographical coverage as in the 
internal proprietary data. Within these datasets, the appropriate information, such as sea condition, 
wind force, and wind direction, is included to facilitate the execution of the described scenarios. In 
addition to the historical meteorological and environmental data, AIS data associated with the whole 
trip of the ship will be exploited towards the aim of further enriching the internal proprietary data. 
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Pre-processing and cleansing 

Pre-processing of the data involves selecting and cleansing the data in order to avoid out-of-range 
values or invalid data, impossible data combinations and missing values. Analysing data that has not 
been carefully pre-processed, can produce misleading results. Moreover, pre-processing involves the 
enhancement of the representation and quality of data. Within this context, the pre-processing and 
cleansing processes included several steps in which erroneous values and entries associated with 
conformance to specific constraints are identified and resolved. The set of constraints applied to the 
internal datasets provided by ANEK and FOINIKAS included conformance to specific data types, range 
constraints, uniformity, value representation, pre-defined values and more. During this step, irrelevant 
and redundant information present or noisy and unreliable data, was omitted in order to improve the 
quality of the further analysis. 

 

Curation 

The curation step involves the necessary actions for the harmonisation and semantic enrichment (where 
appropriate and applicable) of the datasets included in the scenarios from both sources, the internal IT 
systems of ANEK and FOINIKAS and the open-source data sources. The harmonisation is performed in 
accordance with the BigDataOcean Context Model, while the semantic enrichment is performed with 
the vocabularies and ontologies included in the Vocabulary Repository of the platform. Both 
harmonisation and semantic enrichment processes are enabling the further processing of the datasets 
by the consuming applications, including queries, visualisation, and analytics. 

 

Storage 

At the final phase, semantically enriched datasets are stored within the main storage database of the 
BigDataOcean Platform. 

 

Usage 

The enriched datasets stored within the BDO storage are exploited utilising different analytics and 
machine learning techniques, tailored to the needs of each scenario of the pilot.  

With regard to the fault prediction and proactive maintenance scenario, a two-fold approach is followed: 
a) the classical statistical analysis approach, and b) the advanced machine learning approach. With 
statistical analysis some first insights for the components or sub-components of the vessel that present 
early failures are obtained, the distributions between time of failures are investigated and the possible 
correlations between failures and other factors, such as number and/or duration of trips, or even with 
environmental data, are explored. All of the aforementioned statistics are calculated using very simple 
measures such as max, min, mean and quantiles and of course by using various visualisations as for 
example bar charts, histograms and correlograms. Based on the historical results and from the analysis 
that resulted from them, a domain expert can take decisions regarding whether or not proactive 
maintenance actions are required, in order to avoid any possible failures.  

Unlike statistical methods where the human factor is mandatory in order to take decisions, machine 
learning algorithms can provide useful insights by predicting future failures itself. Machine learning 
within the context of fault prediction and proactive maintenance scenario is exploited in two different 
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ways. The first approach treats the problem as a classification problem, where the task is to predict 
whether or not a specific component will fail before its estimated time to leave, or if it is going to fail 
within the next n trips. Under this scope, several classification algorithms are explored, from simple 
ones like logistic regression decision trees and naïve Bayes to more complex ones such as random 
forest, gradient boosted trees and support vector machines. The second approach treats the problem 
as a regression task, by allowing someone to predict how much time (can be measured in hours, days, 
number of trips, etc.) is remaining, until the next failure of a specific component. This requires different 
handling from the previous approach, mainly in the algorithms that need to be used. In this case, the 
most appropriate algorithms are the regression algorithms that predict real number responses, such as 
linear regression, decision tree regression, random forest regression and gradient boosted tree 
regression. 

With regard to the fuel consumption scenario, the analytics and machine learning executed is mostly 
associated with the training of the algorithms that will enable the extraction of useful insights for the 
relation of the fuel consumption with the various environmental and meteorological conditions, as well 
as the various operational decisions such as the ship displacement and trim. As such, for the fuel 
consumption scenario, several algorithms are selected as the most appropriate and capable of 
addressing the needs of the specific scenario such as linear regression, random forest regression, 
decision tree regression. For these algorithms, all important algorithmic parameters are explored such 
as the maximum number of iterations to allow for the model optimization, regularization parameter to 
control overfitting, maximum depth of the tree, etc in order to determine the optimal configuration that 
will produce the most valuable and accurate results. In addition to the algorithmic parameters, a variety 
of parameters associated with the vessel’s fuel consumption from the vessel’s data and vessel’s trip 
data (for example the current speed, the water, diesel and lubricants consumed, the number of 
passengers, cars, trucks during the trip) are explored towards the optimisation of the conducted 
analysis. 

4.4.5 Algorithms usage 

For the successful execution of the scenarios of the pilot, a set of algorithms are needed. The algorithms 
included span from basic and summary statistics to more advanced classification and regression 
machine learning algorithms. In the course of the implementation of the pilot, additional algorithms can 
be considered depending on the needs that may arise. In the following table the algorithms that are 
used based on the usage purpose are presented. 

Name Purpose 

Summary Statistics 
(max, min, mean, 

quantiles) 

Statistical analysis for the components 
or sub-components of the vessel 

Logistic Regression, 
Decision Trees, Naïve 

Bayes, 
Random Forest, 
Gradient Boosted 

Trees, Support vector 
machines 

Prediction of component failure before 
the estimated time to leave or in the 
next n trips 
 

Linear Regression, 
Decision Trees, 

Prediction of the remaining time till the 
next failure of a component 
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Random Forest, 
Gradient Boosted 

Trees 
Linear Regression, 
Random Forest, 
Decision Trees 

Fuel consumption relation with 
environmental/meteorological 
conditions and operational decision. 

Table 4-4: Vessel Fault Prediction and Fuel Consumption algorithms 

4.5 BigDataOcean platform algorithms 
The current section defines the list of knowledge extraction and business intelligence algorithms offered 
by BigDataOcean platform towards the aim of facilitating the execution of the four pilots of the project, 
as well as the execution of envisioned services of the platform.  

In section 4.1 of deliverable D3.2, a complete of the algorithms was presented, describing in detail their 
purpose and their usability for the BigDataOcean stakeholders. As described also in the platform 
architecture, documented in the deliverable D4.3 of WP4, the adopted technology solution with regard 
to the big data processing framework of the platform is Apache Spark13. Spark offers a library of 
machine learning and analytics algorithms, namely the Spark’s machine learning library (MLib)14, which 
includes a large variety of algorithms for classification, regression, clustering, collaborative filtering, 
dimensionality reduction, as well as basic statistical methods. 

In addition to Spark, the incorporation of the Apache Zeppelin Notebook in the BigDataOcean platform, 
as part of the Service Builder, leaves room for additional mathematical algorithms to be utilised with 
the help of external libraries or through custom implementations tailored to the user needs. 

Table 4-5 presents the final list of available algorithms in the BigDataOcean platform. It should be noted 
that the list remains unaffected from the list documented in D3.2. Moreover, as the project evolves and 
additional stakeholders’ needs are identified, this list might be expanded with additional algorithms 
upon needs. Additionally, Table 4-6 documents the updated mapping of the desired functions per pilot, 
to the list of algorithms that are available through the BigDataOcean platform to the end users. 

 

Algorithm Variation of Main Problem Type 

Mean  Summary statistics (measures of location) 

Geometric mean Mean Summary statistics (measures of location) 

Trimmed mean Mean Summary statistics (measures of location) 

Median  Summary statistics (measures of location) 

Range  Summary statistics (measures of spread) 

Interquartile range Range Summary statistics (measures of spread) 

Quartiles - Summary statistics (measures of spread) 

                                                
13 https://spark.apache.org/ 
14 https://spark.apache.org/docs/latest/ml-guide.html 
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Skewed - Summary statistics (measures of spread) 

Kurtosis - Summary statistics (measures of spread) 

Pearson r 
correlation 

 Correlation 

Spearman rank 
correlation 

- Correlation 

Kendall rank 
correlation 

- Correlation 

Bernoulli sampling - Sampling 

Cluster sampling - Sampling 

Systematic 
sampling 

- Sampling 

Simple Random 
Sample 

- Sampling 

Stratified Sampling - Sampling 

One-sample tests - Hypothesis Testing 

Two-sample tests - Hypothesis Testing 

Paired tests - Hypothesis Testing 

Z-tests - Hypothesis Testing 

T-tests - Hypothesis Testing 

Chi-squared tests - Hypothesis Testing 

F-tests - Hypothesis Testing 

Random data 
Generator 

- Random data generation 

Linear Regression - Binary Classification, Multiclass Classification, 
Regression 

Bayesian linear 
regression 

Linear Regression Binary Classification, Multiclass Classification, 
Regression 

Ordinary Least 
Squares 

- Regression 

Logistic Regression - Binary Classification, Multiclass Classification, 
Regression 

Polynomial 
Regression 

- Regression 
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Stepwise 
Regression 

- Regression 

Ridge Regression Ordinary Least Squares Regression 

Lasso Regression Ordinary Least Squares Regression 

ElasticNet 
Regression 

Ordinary Least Squares Regression 

Decision Trees - Binary Classification, Multiclass Classification, 
Regression 

Gradient Tree 
Boosting 

Decision Trees Binary Classification, Multiclass Classification, 
Regression 

Random Forest Decision Trees Binary Classification, Multiclass Classification, 
Regression 

Support Vector 
Machines 

- Binary Classification, Multiclass Classification, 
Regression 

Least squares 
support vector 
machines (LS-SVM) 

Support Vector Machines Binary Classification, Multiclass Classification, 
Regression 

Naive Bayes - Binary Classification, Multiclass Classification 

Gaussian naive 
Bayes 

Naive Bayes Binary Classification, Multiclass Classification 

Multinomial naive 
Bayes 

Naive Bayes Binary Classification, Multiclass Classification 

Bernoulli Naive 
Bayes 

Naive Bayes Binary Classification, Multiclass Classification 

k-Nearest 
Neighbours (k-NN) 

- Binary Classification, Multiclass Classification, 
Regression 

Perceptron - Binary Classification 

Multiclass 
Perceptron 

Perceptron Multiclass Classification, Regression 

Collaborative 
filtering 

- Recommendation 

K-means - Clustering, Classification 

Gaussian mixture - Clustering, Classification 

Power iteration 
clustering (PIC) 

- Clustering, Classification 



BigDataOcean 
BigDataOcean Cross-Sector Semantics, Analytics and Business Intelligence Algorithms 

D3.3 

  
 

 

 

52 
	

  

Latent Dirichlet 
allocation (LDA) 

- Clustering, Classification 

Bisecting k-means K-means Clustering, Classification 

Streaming k-means K-means Clustering, Classification 

Singular value 
decomposition 
(SVD) 

- Dimensionality reduction 

Principal 
component analysis 
(PCA) 

- Dimensionality reduction 

Self-Organizing Map 
(SOM) 

- Dimensionality reduction 

Term frequency-
inverse document 
frequency (TF-IDF) 

- Feature extraction 

Word2Vec - Feature extraction 

Chi-Squared feature 
selection 

- Feature Selection 

Recursive feature 
elimination (RFE) 

- Feature Selection 

Table 4-5: List of available algorithms 

 

 

Pilot Desired Function / Purpose Description Facilitating Algorithm 

Mare Protection Get oil spill seasonal statistics on ship 
routes regarding historical runs  

Mean or Geometric mean, 
Range or Quartiles 

Mare Protection Detect correlation between vessels 
position and oil spill trajectory 

Pearson r, Spearman rank or 
Kendall rank correlation  

Mare Protection 
Perform basic quality control on in-situ 
data from various sources available on 
BigDataOcean platform 

Range or Interquartile range 

Mare Protection 

Clustering of meteorological and 
oceanographic data coming from 
different sources, like in-situ 
measurements (from fixed stations, 
Argos, vessels, etc.) or forecasting 
models. For instance, group 
parameters into wind, waves, currents, 
sea temperature, salinity or other 

K-means or Streaming k-
means, Gaussian mixture 
models (GMM) or Power 
iteration clustering (PIC) 
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Mare Protection 

Get subset of meteorological and 
oceanographic data: decide and cut the 
temporal period and the geographical 
area of interest in order to save 
downloading time and resources 

Recursive feature 
elimination (RFE) 

Wave Energy Verify the aggregated characteristics of 
wave conditions in one location 

Summary Statistics (mean, 
geometric mean, max, min) 

Wave Energy Clustering of different regions 
according to wave conditions Clustering: K-means 

Anomaly Detection Identify route similarities among 
vessels performing the same itinerary Clustering: K-means 

Vessel Fault Prediction and 
Fuel Consumption 

Statistical analysis for the components 
or sub-components of the vessel 

Summary Statistics (max, 
min, mean, quantiles) 

Vessel Fault Prediction and 
Fuel Consumption 

Prediction of component failure before 
the estimated time to leave or in the 
next n trips 

Logistic Regression, 
Decision Trees, Naïve Bayes, 
Random Forest,  
Gradient Boosted Trees, 
Support vector machines 

Vessel Fault Prediction and 
Fuel Consumption 

Prediction of the remaining time till the 
next failure of a component 
  

Linear Regression, Decision 
Trees, Random Forest, 
Gradient Boosted Trees 

Vessel Fault Prediction and 
Fuel Consumption 

Fuel consumption relation with 
environmental/meteorological 
conditions and operational decision. 

Linear Regression, Random 
Forest, Decision Trees 

Table 4-6: Mapping pilot needs to available algorithms 

 

4.6 Usages Analytics 
In this section, we examine the different decisions about tools and metrics that will be used in order to 
record the usage of various tools and assets of the BigDataOcean platform, analyse the usage activity, 
provide useful statistics and extract typical usage patterns. The purpose of this activity is to better 
understand the needs of the users of the platform, anticipate their actions, detect possible pain points 
and provide proposed activities, recommendations, or potential alternatives. 

Usage Analytics, as already described in the previous version of this deliverable, are split into three 
different categories: 

• Platform Usage Analytics: Typical platform analytics that measures the size of the platform’s 
user base, their demographics and their high-level behaviour. 

• Data Usage Analytics: Analytics that focus on what data users search for on the platform, 
as well as specific dataset usage analytics within BigDataOcean services. 

• Service Usage Analytics: Analytics about how different BigDataOcean services are deployed 
and consumed. 

About the platform usage analytics, the selected tool to be used is Google Analytics, which is selected 
because it is free, widely used in industry for website usage analytics and easy to integrate. The metrics 
that will be reordered are presented in the following table. Monitoring activity using such standardised 
metrics means rather than recording more specific information, such as specific actions by each user, 
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leads to less privacy concerns, since users are typically hesitant to use tools that record their actions in 
a way that they can track them back. 

Metric Description 

Page Views The number of times a page was viewed. 

Visits/Sessions 
A visit is an interaction, by an individual, with a website consisting of 
one or more requests for a page. If an individual has not taken another 
action (typically additional page views) on the site within a specified 
time period, the visit session will terminate. 

Unique Visitors 
The number of inferred individual people (filtered for spiders and 
robots), within a designated reporting timeframe, with activity consisting 
of one or more visits to a site. Each individual is counted only once in 
the unique visitor measure for the reporting period. 

New Visitor The number of Unique Visitors with activity including a first-ever visit to 
a site during a reporting period. 

Repeat Visitor The number of Unique Visitors with activity consisting of two or more 
Visits to a site during a reporting period. 

Return Visitor 
The number of Unique Visitors with activity consisting of a visit to a site 
during a reporting period and where the Unique Visitor also visited the 
site prior to the reporting period. 

Entry Page The first page of a visit. 

Landing Page A page intended to identify the beginning of the user experience 
resulting from a defined marketing effort. 

Exit Page The last page on a site accessed during a visit, signifying the end of a 
visit/session. 

Visit Duration 
The length of time in a session. Calculation is typically the timestamp of 
the last activity in the session minus the timestamp of the first activity 
of the session. 

Referrer The referrer is the page URL that originally generated the request for 
the current page view or object. 

Internal Referrer The internal referrer is a page URL that is internal to the website or a 
web-property within the website as defined by the user. 

External Referrer The external referrer is a page URL where the traffic is external or 
outside of the website or a web-property defined by the user. 

Search Referrer The search referrer is an internal or external referrer for which the URL 
has been generated by a search function. 

Visit Referrer The visit referrer is the first referrer in a session, whether internal, 
external or null. 

Original Referrer The original referrer is the first referrer in a visitor's first session, 
whether internal, external or null. 

Click-through Number of times a link was clicked by a visitor. 

Click-through 
Rate/Ratio 

The number of click-throughs for a specific link divided by the number 
of times that link was viewed. 

Page Views per Visit The number of page views in a reporting period divided by number of 
visits in the same reporting period. 

Page Exit Ratio Number of exits from a page divided by total number of page views of 
that page. 
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Single-Page Visits Visits that consist of one page regardless of the number of times the 
page was viewed. 

Single Page View 
Visits (Bounces) Visits that consist of one page-view. 

Bounce Rate Single page view visits divided by entry pages. 

Event Any logged or recorded action that has a specific date and time 
assigned to it by either the browser or server. 

Conversion A visitor completing a target action. 

Table 4-7: Platform usage analytics metrics 

 

As concerns the data usage analytics, a set of lower-level metrics are defined and measured by the 
platform. Through these metrics, it is attempted to highlight the datasets that were utilised the most 
from the execution of BigDataOcean services, or they were frequently explored and used in dashboards 
and reports. Most of the metrics for data usage analytics are provided by BigDataOcean tools instead 
of a third-party solution and they are the following: 

 

Metric Description 

Dataset page views How many times a dataset preview page was viewed. 

Dataset unique 
views The number of unique users who viewed the dataset preview page. 

# of usages in 
services The number of times a dataset was used for the execution of a service. 

# of explorations The number of times a dataset was explored through the platform. 

# of visualisations The number of times a dataset was used for the creation of 
visualisations.  

# of combinations The number of times a dataset is combined with other datasets of the 
platform. 

Table 4-8: Data usage analytics metrics 

 

Finally, about the service usage analytics, there are no external tools that can easily be used to extract 
metrics, so they have to be defined having the BigDataOcean services and toolset in mind, in order to 
be able to extract meaningful results. Service Usage Analytics will help the platform’s administrators 
understand several aspects of how its different services are used by its clients. 

The metrics that will be used in order to extract usage analytics for the BigDataOcean services are 
mentioned in the table below.  

 

Metric Description 

Service uses The number of times each particular service was used. 
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Service unique users The number of unique users that consumed a particular service. 

Dashboard displays The number of times each particular dashboard was displayed. 
Dashboard unique 

users The number of unique users that viewed a particular dashboard. 

Service 
configuration 

statistics 
Statistics measuring what configurations were used for services that 
were executed. 

# of visualisation 
type uses 

Number of times a visualisation type was selected to create a 
visualisation. 

#Avg. embedded 
queries Average number of queries embedded in a report. 

Table 4-9: Service usage analytics metrics 
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5 Conclusions  

The scope of deliverable D3.3 was to document the efforts undertaken within the context of all tasks 
of WP3, namely the Task 3.1 - Big Data Semantic Vocabularies And Metadata Repository, the Task 3.2 
- Multi-Source Big Data Harmonisation and Processing Patterns for Maritime Applications and the Task 
3.3 - Knowledge Extraction, Business Intelligence and Usage Analytics Algorithms. 

Towards this end, the deliverable D3.3 builds upon the previous deliverables of WP3 and reports on 
the updates on (1) the BigDataOcean vocabularies and ontologies, (2) the requirements, architecture, 
features and implementation details of the Vocabulary Repository, (3) the metadata of the datasets 
and the Harmonisation Tool responsible for realisation of the harmonisation process, (4) the services 
defined for the processing of multi-source big maritime based on the processing patterns defined by 
the project pilot partners, and (5) the knowledge extraction, business intelligence and usage analytics 
algorithms offered by the platform in order to support that execution of the project pilots and services. 

Regarding the BigDataOcean vocabularies and ontologies, the final version of the vocabularies and 
ontologies that will be used in the course of the project, containing 63 vocabularies in total, is 
documented. In addition to this, the optimisations and refinements introduced in the Vocabulary 
Repository in terms of requirements, architecture, features and implementation details are also 
presented. 

Regarding the services related to the collection and harmonisation of multi-source big maritime data, 
the updates and enhancements on the metadata of the datasets, as well as the Harmonisation Tool 
that undertakes the responsibility for the harmonisation process and semantification of the datasets, 
were presented. 

Regarding the services related to the processing multi-source big maritime data according to the 
processing patterns defined by the project pilot partners, the updates and refinements from the first 
version that was presented in deliverable D3.2 were reported. In addition, the final version of the 
knowledge extraction, business intelligence, and usage analytics algorithms that are offered by the 
platform in order to enable the execution flow of the project pilot partners, as well as the services of 
the platform, was presented. 

The outcomes of this deliverable will serve as guidance for the development of the upcoming version 
of the platform towards a strengthening of the BigDataOcean offering.  
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